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ABSTRACT  

A Games-Based Approach to Teaching Cognitive Biases 

A Critical Examination 

By 

Melonie K. Richey 

Master of Science in Applied Intelligence 

Mercyhurst University, 2013 

Professor Kristan J. Wheaton, Chair 

 

 Cognitive bias is a highly relevant problem for intelligence analysts that the 

intelligence community has recently addressed in initiatives to more effectively train 

analysts using a games-based approach. This paper presents quantitative data analysis and 

anecdotal evidence across multiple venues substantiating a tabletop game approach to 

cognitive bias training for working intelligence analysts. Overall, the study found a 

substantial increase in bias identification across five biases (confirmation bias, 

fundamental attribution error, representativeness bias, projection bias and bias blind spot) 

after employing a games-based approach to training, but a reduction in bias identification 

for anchoring bias. Analytic conclusions in this paper regarding the approach to the 

cognitive bias question, pedagogical strategies for training, the efficacy of games-based 

learning, the effectiveness of The Mind’s Lie as a viable training tool and the 

performance of all these strategies between different groups are presented to inform 

future interdisciplinary work at the intersection of pedagogy, intelligence analysis and 

psychology.   
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INTRODUCTION 

 Games have always taught many of the skills relevant to the daily tasks of an 

intelligence analyst. From the Jewel Game played in Kipling’s Kim to Benjamin 

Franklin’s affinity for the lessons learned in chess, games are no strangers to the 

intelligence discipline. Much of an analyst’s life is spent trying to understand systems and 

identify patterns in situations of complexity, uncertainty, deception and incomplete 

information sets. This pursuit has many analogs to the mastery of gaming systems and 

mechanics. 

Arguably one of the most challenging topics in an intelligence analyst’s training is 

cognitive bias. Cognitive biases or heuristics are automatic mental processes that function 

as the optical illusions of cognitive performance, leaving blind spots and unchecked 

assumptions as grounds for unsound analytic conclusions. Numerous efforts attempt 

novel ways of training analysts to mitigate cognitive biases in themselves, yet beyond 

ensuring that every analyst in the IC can rattle off textbook definitions of bias constructs 

deemed relevant by the cognitive psychology powers that be, they have been largely 

ineffective. At the root of this training challenge is the knowledge-behavior distinction. It 

is relatively easy to train knowledge of a concept, but extremely difficult to teach a 

transferable skill that analysts will then apply to their own behavior in a variety of 

different analytic contexts.  

Therein lies the challenge addressed in this paper: It is difficult to teach the 

recognition and mitigation of cognitive biases. Can games do a better job? Therefore, 

within the context of this paper, the research turns to a games-based approach to training 

analysts to recognize cognitive biases in real world scenarios.  
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Beyond assessing the utility of a specific game as a teaching tool and generalizing 

this idea across the field of intelligence pedagogy, a games-based approach gives rise to 

other important issues regarding training and knowledge transfer. For example, what is it 

about games that provides implicit motivation, or the desired effect of learning without 

realizing one is learning? Are we looking at the cognitive bias problem correctly from the 

vantage point of intelligence training? What does anecdotal evidence1 about player 

experience suggest about the effect of context of game play on the amount learned for 

intelligence professionals? Also, what can we learn from a games-based approach to 

knowledge transfer? These are some of the secondary questions this paper addresses with 

both quantitative and anecdotal data in addition to evaluating a specific tabletop game. 

A games-based approach is likely similar to any other pedagogical strategy; some 

elements work and some elements do not. Research addressing what exactly makes a 

good game ‘work’ and what exactly makes a good game ‘teach’ (and, for that matter, 

what exactly makes a good game) is scarce. The purpose of this paper is to contribute to 

an area where relevant academic literature is lamentably sparse and to draw innovative 

analytic conclusions surrounding cognitive bias training manifest at the intersection 

between a government-level videogaming project and a university-level tabletop gaming 

pursuit addressing the same problem set. The games-based approach to intelligence 

training contributes to this deficit at the very pinnacle of innovation: The intersection 

between three prominent disciplines.     

  

                                                 
1 This paper employs the term “evidence” loosely to mean any form of substantiation – quantitative or 
qualitative, formal or anecdotal – for the presented hypotheses. The object of evidence in the context of 
this paper is a training effect or whether or not there is improvement in cognitive bias recognition. 
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LITERATURE REVIEW 

Cognitive Biases and Intelligence 

While most decisionmakers agree that intuition has a place in intelligence 

analysis, analysis in its ideal form comprises estimates and recommendations that are 

well-researched, fully-developed and free of the slew of judgmental errors that so 

frequently plague analysts as they conduct inquiry. To borrow a metaphor from former 

CIA analyst, Dick Heuer, cognitive biases are the optical illusions of intelligence analysis 

(Heuer 1999). 

On the most basic level, cognitive biases (often referred to as heuristics) lead to 

assumptions that then serve as the underpinnings of an analyst’s “strategic schemata” or 

mental model of the problem. In the worst case scenario, a decisionmaker then selects a 

course of action based on intrinsically flawed perception or an invalid estimate (Schwenk 

1988). A nuance, though, within the barrage of anti-bias literature is the fact that 

heuristics are mental shortcuts that, while at times negatively affect analysis, also prove 

useful in processing and comprehending information quickly. Heuristics are the processes 

behind the instinct to run in the other direction when we hear a lion roar, for example. In 

many cases, they help as opposed to hinder. Through this particular looking glass, 

cognitive biases are the favorable product of cognitive evolution in humans (Sterelny 

2003 and Geary & Huffman 2002). Heuristics help us make decisions quickly, react 

appropriately and process the large amounts of environmental information around us in a 

very short amount of time. In short, heuristics are adaptive.  

For all the pejorative claims laid to the words cognitive bias by Kahneman and 

Tversky and all the research demonstrating its less-than-favorable effects, there is an 
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opposing perspective chiefly led by Gerd Gigerenzer’s advocacy of intuition that reveals 

the instances in which cognitive biases are beneficial (Gigerenzer 1996). In his most 

widely cited work Simple Heuristics that Make us Smart, Gigerenzer illustrates how 

cognitive biases and “fast and frugal heuristics” successfully aid in processes like 

selecting stocks on the local stock exchange (Gigerenzer 1999). The idea behind fast and 

frugal heuristics is that cognitive biases are cognitive simplifiers; they improve pattern 

recognition and allow for fast-paced intuitive judgments, two elements that factor heavily 

into an intelligence analyst’s daily duties. Understanding that cognitive biases are largely 

beneficial in many different circumstances is integral to understanding the nuance (and 

the difficulty) of cognitive bias training.     

In some ways, however, cognitive biases inflict error on decisionmaking at the 

most rudimentary level. The approach to training analysts against cognitive biases, 

however, is not as simple as eliminating bias in decisionmaking; rather, it is about 

eliminating bias when they are harmful to the decisionmaking process and utilizing them 

when they are helpful. Since all of this is going on within the seemingly impenetrable 

boundaries of the mind, it is considered overly generous to say that this is a difficult 

problem.  

People also do not account for their cognitive biases nor take action to correct 

them because the corrective theories of logic “are not learned from everyday experience” 

which “explains why people usually do not detect the biases in their judgments of 

probability” (Kahneman & Tversky 1974). 

For these reasons, cognitive bias mitigation remains at the forefront of academic 

intelligence initiatives. In the words of Daniel Kahneman (1974), “A better understanding 
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of these heuristics and of the biases to which they lead could improve judgments and 

decisions in situations of uncertainty.” 

Cognitive biases are automatic internal processes that originate in System One 

thinking. System One thinking, “the automatic parallel operations of perception” 

(Kahneman & Frederick 2002) is the mechanism responsible for intuition and other 

“impressions, associations, feelings, and intentions” (Kahneman et al. 2011). This is in 

contrast to System Two thinking, which is “the controlled serial operations of reasoning” 

(Kahneman & Frederick 2002) defined by “slow, effortful and deliberate” thinking in 

which people actively engage for activities that require concentration (Kahneman et al. 

2011).  

The need for a decreased reliance on intuition, and a more credible and 

comprehensive analytic process, gives rise to the need for cognitive bias mitigation. 

Unfortunately, mere knowledge of cognitive biases is not enough to influence behavior; 

therefore analysts must engage in intentional mitigation strategies that lessen the effect of 

these biases. One argument is to employ deliberate System Two thinking “to spot System 

One errors in the recommendations given to us by others” (Kahneman et al. 2011). While 

this approach will likely assist a decisionmaker in assessing the objectivity of analysis, it 

hardly contributes to the analytic process itself.  

Though there are many cognitive biases, the Intelligence Advanced Research 

Projects Activity (IARPA) identifies six specific biases as those most relevant for 

intelligence analysts, which it studies within the context of the ongoing SIRIUS program 

(Bush n.d.).2 The six biases addressed in this research are, therefore: Anchoring bias, 

                                                 
2 The IARPA SIRIUS program is designed “to create Serious Games to train participants and measure their 
proficiency in recognizing and mitigating the cognitive biases that commonly affect all types of 
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Representativeness bias, Projection bias, Confirmation bias, Bias Blind Spot and the 

Fundamental Attribution Error. Below, there is a detailed description of each and the 

corresponding mitigation strategies or debiasing strategies suggested at present according 

to the relevant literature.  

Since cognitive biases themselves are automatic internal processes, mitigation 

strategies are deliberate actions in which an analyst can engage to lessen or reverse the 

effects of their instinctual heuristics. According to Arkes (1991), cognitive biases fall into 

three broad categories encompassing varying types of judgmental errors: Strategy-based 

errors, Association-based errors and Psychophysically-based errors. Each category relies 

on an underlying psychological principal and, as such, requires differing mitigation 

techniques. 

A strategy-based error is an error that occurs as a direct result of the method or 

approach selected to solve a problem (Arkes 1991). All strategies or approaches to 

problem solving suffer from the cost-benefit juxtaposition. Strategy-based errors are 

direct products of the cost of the method. Examples of strategy-based biases present in 

this research are projection bias, fundamental attribution error and bias blind spot.  

Association-based errors originate in “the automaticity of associations…within 

semantic memory” (Arkes 1991). The automaticity that Arkes references is such that 

associations automatically influence cognition and judgment even when a person 

determines the association to be irrelevant. The association-based biases included in this 

research are representativeness bias and confirmation bias.  

                                                 
intelligence analysis.” The games developed within the context of this program manipulate a variety of 
metrics to assess their effects on bias identification and mitigation (such as virtual world fidelity, the use 
of Structured Analytic Techniques (SATs) and 2D versus 3D game play. The benchmark goal of the 
program is to achieve a 50 percent reduction in bias. 
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Psychophysically-based errors “result from nonlinear mapping of physical stimuli 

onto psychological responses” (Arkes 1991). Often times, visual representations of the 

data assist with the mitigation of psychophysically-based errors because they arise from 

the discrepancy between the logical representation of the data and the psychological 

ability to visualize and thus comprehend this logic. The psychophysically-based bias in 

this research is anchoring bias.  

To the degree that these biases overlap, their relative effects frequently interrelate. 

Ultimately, the most successful mitigation strategy for any cognitive bias is the 

realization that there is one and the consideration of additional or contradictory data or 

“alternative perspectives” (Plous 1993). 

Anchoring Bias and the Problem with Numbers 

Anchoring bias is a psychophysically based error that evokes a hyper-focalism 

effect towards a given or self-generated anchor value that is either relevant or irrelevant 

to the problem. In other words, no matter what the number (the last four digits of a social 

security number, the price of your morning Starbucks latté or the number of in-laws that 

will attend this year’s Thanksgiving feast), it will likely subconsciously affect any 

numerical estimate you make (even for 

something as unrelated as the approximate 

height of the Empire State Building or the 

freezing point of Vodka in degrees Celsius). 

Critcher and Gilovich (2008) demonstrated 

some instances of anchoring bias that occur 

[ANCHORING BIAS] 

The tendency to rely too heavily, or 

"anchor," on one trait or  

piece of information when making 

decisions. 

* 

Think the price of your morning 

Starbucks latté won’t influence 

your numerical estimate? Research 

shows otherwise… 
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in day to day interactions. For example, in three studies, they first showed that 

participants estimated that the likelihood of a football player’s success in an upcoming 

game (expressed in the form of a percentage) would be higher when the number on his 

football jersey read 94 as opposed to 54.  

In a subsequent numerical judgment task, Critcher and Gilovich (2008) asked 

participants to indicate how much they would spend for dinner at a restaurant called 

Bistro 17 and a restaurant called Bistro 97. Anchoring bias appeared in that “participants’ 

responses were assimilated toward an uninformative number associated with a target of 

judgment” such that “those who were asked about Studio 97 estimated they would spend 

more on their meal than those who were asked about Studio 17.” 

The original theory behind the anchoring mechanism, coined by Tversky and 

Kahneman in 1974, is the anchoring-and-adjustment heuristic. More recent academic 

research defines anchoring-and-adjustment as both a phenomenon and a process that 

involves making an estimate by “start[ing] with information one does know and then 

adjust[ing] until an acceptable value is reached” (Epley and Gilovich 2006).  

Another theory proposed for the mechanism behind anchoring bias is anchoring-

as-activation, coined by Chapman and Johnson in the early 1990s. Anchoring-as-

activation is an interdisciplinary explanation for anchoring bias branching into the fields 

of Linguistics and neuroscience to support the Selective Accessibility Model, a 

mechanism resting on the tenets of semantic priming and the spreading activation 

mechanism within neural networks. The Selective Accessibility Model incorporates two 

processes, “the Selectivity Hypothesis” and “the Accessibility Hypothesis,” which 

correspond to the dual tasks of anchoring bias elicitation, the comparative judgment and 
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the absolute judgment (Mussweiler and Strack, 1999). The comparative judgment is the 

process whereby a decisionmaker “compares [a] target object with a given standard, the 

anchor,” and the subsequent absolute judgment is the process whereby the decisionmaker 

then “gives their best estimate” of the target (Mussweiler and Strack, 1999).  

The Selectivity Hypothesis is a neural network form of “hypothesis-consistent 

testing” whereby “participants solve the comparative task by selectively generating 

semantic knowledge that is consistent with the notion that the target’s value is equal to 

the anchor” (Mussweiler and Strack, 1999). The Accessibility Hypothesis is a mechanism 

of semantic priming whereby the knowledge generated in the comparative task “increases 

its subsequent accessibility so that it is used to form the final absolute judgment” 

(Mussweiler and Strack, 1999). Essentially, anchoring-as-activation asserts that a 

decisionmaker, when given an anchor, searches for confirming evidence for the anchor in 

the comparative task, then, owing to the neural network’s recent access to this 

information, the anchor-consistent information is readily available for use in the absolute 

judgment.  

Strack and Mussweiler (1997) demonstrated this effect in their 1997 experiment 

which, in three studies, asked participants to make a comparative and subsequent absolute 

judgment varying the dimensions of the anchors. For example, in Study 1, the researchers 

asked 32 students “whether the Brandenburg Gate in Berlin is taller or shorter than 

150m” for the comparative task.  For the absolute judgment, the researchers then asked 

half the participants for the approximate height of the Brandenburg Gate and the other 

half for the approximate width of the Brandenburg Gate. The results showed that the 

anchoring effect is “much stronger when the absolute extension judgment was provided 
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on the same dimension as the preceding comparative judgment” or, when the anchor was 

dimensionally applicable to the question posed in the absolute judgment (Strack and 

Mussweiler, 1997).  

In Study 2, Strack and Mussweiler (1997) replicated the anchoring effect elicited 

in Study 1 with a caveat that supports the Accessibility Hypothesis. The researchers asked 

32 students to make a comparative judgment whether or not “the mean winter 

temperature in Antarctica is higher or lower than –50C.” For the absolute judgment task, 

the researchers then asked half of the participants for the approximate mean winter 

temperature in Antarctica and the other half for the approximate mean winter temperature 

in Hawaii. This manipulation of dimension was a semantic manipulation, priming the 

concept of cold with the comparative task, and then subsequently eliciting the concept of 

either cold or hot in the absolute task.  

When the semantic dimensions of both the comparative and absolute judgments 

matched (both cold), the results replicated the anchoring effect demonstrated in Study 1. 

When, however, the semantic dimensions of the comparative and absolute judgments 

differed (cold, then hot), the results provided a contrasting effect (with the low anchor 

eliciting higher absolute judgments and the high anchor eliciting lower absolute 

judgments). This finding, according to Strack and Mussweiler, provides “evidence that 

the anchoring effect is not due to the mere activation of a numerical value but to the 

information that is activated in the comparative task” or, the semantic information 

associated with the comparative prime.  

Many widely accepted assumptions about spreading activation models rest in 

“Quillian’s theory of semantic memory search and semantic preparation, or priming” 
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(Collins and Loftus, 1975). Quillian’s theory successfully explains “the effects 

of…priming in semantic memory…in terms of spreading activation from the node of the 

primed concept.” Semantic priming operates under the perception of concepts as nodes 

(for example, the node ‘color’ subsequently activates the nodes ‘blue,’ ‘green,’ ‘yellow,’ 

etc.) and the connection between these nodes as links (the node ‘blue’ possess a link to 

the node ‘color’ and possibly also to the node ‘berry’). Concept priming entails 

“activation tags spread by tracing an expanded set of links in the network out to some 

unspecified depth” (Collins and Loftus, 1975). 

Consistent with Quillian’s theory of semantic memory, Chapman and Johnson 

(1991) predated Strack and Mussweiler’s (1997) research into anchoring as activation 

indicating that this mechanism “describes the notion that anchors influence the 

availability, construction, or retrieval of features” to assess the target. Anchoring is a 

selective form of the spreading activation models in that the anchor curtails the activation 

to include features only consistent with the anchor. Chapman and Johnson (1991) 

maintain that “if a representative sample is retrieved, the judgment will be unbiased;” 

however, since the sample retrieved is consistent with the prime or anchor, it is rarely 

representative, rather it is highly selective. This insinuates that biasing occurs in the 

process of accessing information, not in the subsequent selection of information which 

activated information to utilize. For this reason, the spreading activation model and 

semantic priming are processes that both Chapman and Johnson, and Strack and 

Mussweiler assert lie at the root of anchoring bias. 
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Anchoring Bias Mitigation 

The Selective Accessibility Model also provides a framework into which the 

debiasing strategy for anchoring bias, consider-the-opposite, comfortably fits.  

Mussweiler, Strack and Pfeiffer’s experiment in 2000 successfully elicited anchoring bias 

in real-world situations and also demonstrated the effectiveness of the consider-the-

opposite strategy. The researchers presented 60 male car experts with a 10-year old car at 

their places of employment, provided the experts with basic facts about the car, then gave 

a personal estimate of the car’s worth at either 2,800 German Marks or 5,000 German 

Marks (the anchor value). The researchers then elicited the comparative judgment from 

the experts by asking “whether the anchor value was too high or too low.” Subsequent to 

the comparative judgment, the researchers elicited the absolute judgment by asking the 

experts for an estimate of the car’s worth. 

The researchers utilized this approach for half of the tested population, while the 

other half underwent an additional step before making the absolute judgment that 

constituted a consider-the-opposite strategy. This additional step entailed asking “for 

reasons why the anchor value might be inappropriate.” The results indicated that while 

“considering the opposite did not completely” eliminate the anchoring effect, it did 

substantially reduce it. Those asked to consider-the-opposite before making the absolute 

judgment regarding the car’s worth estimated the car’s worth to be 2,783 German Marks 

for the low anchor and 3,130 for the high anchor; whereas those who did not engage in 

the consider-the-opposite strategy estimated the car’s worth to be 2,520 German Marks 

and 3,563 (Mussweiler, Strack and Pfeiffer, 2000).  
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The validation of why the consider-the-opposite approach works lies within 

Quillian’s theory of semantic memory. Since anchoring is a selective form of spreading 

activation within semantic memory, considering the opposite, or considering things 

inconsistent with the anchor primes other nodes within semantic memory thereby making 

more information readily accessible during or directly after the comparative task. For the 

absolute task then, the decisionmaker has access to more primed information.  

Another variation on the consider-the-opposite approach is boundary estimation. 

By forcing oneself to “provide a range specifying [the] highest and lowest possible 

estimates,” one activates more numbers within a wider range and therefore mitigates the 

anchor (Epley and Gilovich 2006).  

Representativeness Bias aka Stereotyping 

Representativeness bias is an association-based error tagged with phrases like 

“stereotyping” (Norman & Delfin 2012) and 

“overgeneralization” (Arkes 1991). Kahneman and 

Frederick (2002) refer to representativeness bias as a 

“judgment heuristic…because it does not work through 

the substitution of one attribute for another.” Essentially, 

representativeness bias is the tendency to make 

assumptions about people based on stereotypical characteristics and not based on 

probability.  

The overgeneralization in representativeness bias leads to the “underutilization of 

base rates” (Arkes 1991), or “the base rate fallacy” (Kahneman & Frederick 2002) such 

that one lends more credence to association than probability. The association originates in 

● ● ● 

[REPRESENTATIVENESS] 

 

The tendency for people 

to judge the probability or  

frequency of a hypothesis 

by considering how much 

the hypothesis resembles  

available data. 

● ● ● 
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a feature matching mechanism within a cognitive process model. A similar and more 

extreme facet of this mechanic is the so-called “bias of illusory correlation,” or the 

identifying of “a perceived relation where none exists” (Norman & Delfin 2012).   

Anecdotally, Arkes (1991) describes an elicitation of representativeness bias as 

follows: If the word cardinal has more features or nodes in common  with the word 

clergyman than it does bird, one has the tendency to overemphasize the association 

between cardinal and clergyman despite the fact that there are many more bird cardinals 

than there are clergyman cardinals.   

Kahneman and Tversky (1973), in their seminal research on representativeness 

bias, more realistically elicited this effect. In their lawyer-engineer experiment, they 

manipulated the base rate while holding the personality association constant. In one 

condition, there were 70 engineers and 30 lawyers, and participants received a neutral 

description of a personality upon being asked estimate the probability (in the form of a 

percentage) of whether or not that person was an engineer or a lawyer. In the alternate 

condition, the participants had converse base rates; 70 lawyers and 30 engineers in the 

sample. With no information other than the base rate, participants provided the correct 

probability judgments of 70 percent and 30 percent. When provided the neutral (and 

entirely useless) personality description though – which indicated that the individual was 

“motivated” and “successful in his field” – the participants skewed their estimated 

probabilities to 50 percent / 50 percent (Kahneman & Tversky 1973).  

The results of this experiment speak to both the strength of the feature-matching 

associative mechanism and the degree to which superfluous and irrelevant information, 

through one’s representativeness bias, influence decision making. Participants correctly 
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utilized the base rate probability until presented with additional descriptive information 

which was unrelated to both the engineer and the lawyer profession. This description, 

nonetheless, played to participants’ stereotypes of the respective professions and thereby 

influenced their final estimate. 

Representativeness Bias Mitigation 

Research on mitigation strategies specifically for representativeness bias is scant. 

The mechanism tantamount to mitigating representativeness bias, at least for the 

probability-based strain of the bias, is considering the base rate. A method contrived to 

increase the saliency of the base rate is the use of a visualization tool or a “problem 

representation tool” (Lim & Benbasat 1997). Roy (1996) pioneered this avenue with 

individuals suffering from representativeness bias, and Lim and Benbasat (1997) 

repurposed this method for use in group decision making tasks influenced by 

representativeness bias. Their findings not only promoted the use of the visualization tool 

as a mitigation method, but also validated the 

mechanisms underlying representativeness bias and 

association errors.  

The tool effectively depicted the base rate 

such that it was more apparent to the participants in 

the study (See Figure 1.1). Lim and Benbasat (1997) 

recreated Kahneman and Tversky’s engineer-lawyer 

task this time establishing the base rate at 15 

engineers and 85 lawyers in the sample population. 

Lim and Benbasat then presented the visualization 

Figure 1.1: Probability Representation Tool 
(Visualization Tool)                                                  

Source: Lim and Benbasat (1997) 
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tool to groups of participants for use in determining whether or not a given person was a 

lawyer or an engineer along with “diagnostic information” for both groups in the form of 

a descriptive paragraph. One treatment group used the tool and the other treatment group 

did not. 

Their results found that “error was solely dependent on the presence or absence of 

the problem representation tool,” with a low 33 percent error with the tool and a higher 

64 percent error without the tool (Lim & Benbasat 1997). This finding confirms Roy’s 

(1996) previous claims that visualization tools reduce representativeness bias in 

individuals. Lim and Benbasat also found a positive correlation (r = 0.34) between 

“references to the problem representation tool” and “references to the base rate” 

indicating that the reason the visualization tool was successful is the increased attention 

by participants to the base rate.  

More interesting than the affirmation of the visualization tool as a mitigation 

technique, however, is the correlation analysis that emphasizes the underpinnings of 

representativeness bias as an association-based error (all subsequent correlations are 

statistically significant at the 0.05 level or less). For example, “normalized error” 

correlated with “references to diagnostic information” (r = 0.41) and “references to the 

use of a single information source” (r = 0.58) (Lim & Benbasat 1997). This indicates that 

the reason why participants erred in assessing the probability of an individual to be an 

engineer or a lawyer was due to exclusive attention to the descriptive paragraph and lack 

of attention to the base rate. Further, the highest identified correlation (r = 0.66) was 

between “references to diagnostic information” and “references to the use of a single 

source,” indicating that when participants used the descriptive paragraph to make their 
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determination, they used exclusively that piece of information despite the fact that the 

base rate was readily available, as it often is in real-world scenarios. This finding 

supports Lim and Benbasat’s (1997) assertion that “decision makers have a tendency to 

favor diagnostic information over base rate information, thus causing systematic 

judgment biases.” 

Thus, the value of the visualization tool as a mitigation strategy for 

representativeness bias is that it “reduce[s] the occurrence of single-information-source 

utilization” which, for an intelligence analyst, is one of the worst possible mistakes to 

make when drafting an estimate.  

Projection Bias aka Mirror-Imaging 

Projection bias is one of the cognitive mechanisms burdened with the most 

scrutiny from the intelligence community due to retroactive analyses of certain situations 

that display its effects, most notably, the India nuclear tests in the 1970s. The Jeremiah 

Report described the effects of mirror-imaging on the 

analysts that predicted that India was unlikely to conduct 

nuclear tests on the basis that, under the same 

circumstances, the United States would be unlikely to 

perform such a test (Davis 2002).  

 

[PROJECTION] 

The tendency to 

unconsciously assume 

that others share  

one's current emotional 

states, thoughts and 

values. 
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Holmes (1968) most precisely 

distinguishes between the different types of 

projection bias with a simple chart (See 

Figure 1.2). Holmes categorizes the different 

facets of projection bias across two 

dimensions: Awareness and Type. The 

person is either aware of unaware that he or she possesses a certain characteristic (such as 

introvert), and either projects this same trait or the opposite (extrovert). The various 

combinations of both awareness and type yield four different facets of projection bias to 

which Ross et al. (1977) add the highly-recognized false consensus effect. The false 

consensus effect is essentially the presumption that the majority tendency or majority 

decision will trend towards one’s own personal feelings or beliefs.  

Though there are many different facets of projection bias, within the intelligence 

community, it more commonly falls within the mirror imaging nomenclature and entails 

“projecting your thought process or value system onto someone else” (Watanabe 1997). 

This often biases analysis by causing an analyst to “perceive and process information 

through the filter of personal experience” (Witlin 2008). On a more rudimentary level, it 

is the assumption that the enemy will act precisely how you would act in the same 

situation and it is an egocentric perception of the world.  

Kawada et al. (2004) distinguish between two types of projection bias according 

to the “I” and “Me” divisions of the self. The “Me” involves “all aspects of the self that 

can be observed and known,” or “traits and characteristics” (Kawada 2004). Conversely, 

the “I” is “the executive self,” or the actions and goals (Kawada 2004). Analysts and 

Figure 1.2: Facets of Projection Bias                                                                                        
Source: Holmes (1968) 
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decisionmakers frequently project both characteristics and actions onto adversaries, 

though it is typically the projection of courses of action that lead to intelligence failures 

(Watanabe 1997). In a more controlled environment, Kawada’s study provides validation 

of the projection of both implicit and explicit goals in an experimental environment. 

More realistically, however, this mechanisms translates into intelligence 

vernacular as “estimating the risk-benefit calculations of a foreign government or non-

state group based on what would make sense in a US or Western Europe context” (David 

2002). In even simpler terms, mirror-imaging causes analysts to make estimates and 

decisionmakers to make judgment calls anticipating the adversary’s next action based on 

an egocentric understanding of the global environment. Pearl Harbor provides a 

hackneyed example of how “states have been misled because, knowing that certain 

moves by the adversary would lead to disaster, intelligence analysts concluded that the 

adversary would never take those actions” (Jervis 1989).  

Varying literature provides unique perspectives on projection bias. Jervis’ 

strategic intelligence-oriented approach to US policy, for example, conflates Kawada’s et 

al. characteristics-versus-actions distinction of projection and pairs the resulting concept 

of “mirror imaging” with an equally as important mitigation concept “lack of empathy,” 

which will be discussed further in the following section (Jervis 1989).  

Kawada et al. (2004) further integrates two concepts inherent to anchoring bias 

into their approach to projection: Priming and accessibility (yet another example of how 

the underlying mechanisms intrinsic in cognitive biases, if not the biases themselves, 

overlap and co-occur). Chartrand et al. (2002) “demonstrated that trait constructs made 

more accessible through one’s own behavior subsequently influence[d] perceptions of 
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another person.” This indicates that priming one’s own behavior towards a certain 

characteristic increases the projection of this characteristic onto another party. Kreuger 

and Stanke (2001) further investigated accessibility in three groups: Attribution of 

characteristics to the self, to a roommate and to other students at a university. They found 

that “judgments about the self, as compared with judgments about the roommate were 

better predictors of judgments about the group as a whole,” meaning that self-referent 

knowledge was more readily projected than other-referent knowledge. 

Projection Bias Mitigation 

Research on mitigation strategies for projection bias mitigation is scarce if not 

entirely non-existent. The subtle mitigation techniques are apparent, however, within the 

lines of the intelligence literature on mirror imaging.  

Projection bias manifest within intelligence analysis originates from an 

unaccounted for discrepancy of culture. For this reason, Watanabe (1997) in his Fifteen 

Axioms for Intelligence Analysts included the avoidance of mirror imaging as one of his 

sections. His advice asserts that “cultural, ethnic, religious and political differences do 

matter,” and matter greatly when it comes to preventing strategic surprise within the 

intelligence community.  

Good anticipatory and estimative analysis rests on the analyst having considered 

the inherent differences between his or her vantage point and that of the adversary, and 

having put himself or herself in the adversary’s role in order to more comprehensibly 

understand all the factors at play within the strategic realm of the opponent.  

A key component to insightful analysis is “developing a full picture of the other 

side’s behavior” (Jervis 1989). This, asserts Jervis, is the need for empathy, or the ability 
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of an analyst “to place themselves in the other’s shoes” instead of assuming that “the 

other’s behavior is driven by unusual internal characteristics.” The strategy at which both 

Watanabe and Jervis hint is role playing, considering culture, considering perspective and 

making an effort to interpret the situation from as many vantage points as there are 

participants.  

Both Kesten Greene and J. Scott Armstrong are the authorities on the benefit role 

playing generates towards improving forecasting accuracy. Role playing, often tagged 

with the moniker “perspective taking,” (Galinsky & Mussweiler 2001) has shown 

favorable results for reducing bias and improving the accuracy of forecasts in conflict 

situations (Greene 2002). Since all biases are internal cognitive processes, one 

commonality between them is that they are typically derived from an egocentric focus. 

Role playing succeeds in its provision of alternative vantage points that work against the 

egocentric perspective. 

Confirmation Bias and the Small Red Circle 

As arguably the most laboriously studied cognitive bias, confirmation bias boasts 

many explanatory theories for its existence, much evidence for its situational elicitation 

and suffers from a scattered lexicon.  

Arkes (1991) categorizes confirmation bias as an 

association-based judgment error resulting from a 

“selective search” mechanism or what Klayman (1995) 

refers to as the “positive test strategy.” Klayman and Ha 

(1987) more extensively elaborated this definition with the idea that confirmation bias is 

“looking for the presence of what you expect as opposed to looking for what you do not 

 
[CONFIRMATION BIAS] 

 

The tendency to search for 

or interpret information in a 

way that confirms one's 

preconceptions. Often 

preceded by priming. 
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expect,” or colloquially named “positive hypothesis testing.” The more plain text 

definition of confirmation bias is seeking out evidence that supports your conclusion and 

ignoring evidence that contradicts it.  

The concept behind this, according to Klayman (1995), is that “people find it 

difficult to divide their focus among more than one hypothesis at a time. This is 

particularly so when people believe that there is a single best answer and they already 

have a viable hypothesis about what it is.”   This concept correlates with the anchoring-

as-adjustment heuristic explicated in the anchoring bias section, and speaks to the 

possible co-occurrence and interrelatedness of anchoring bias and confirmation bias.3 

This understanding of confirmation bias recalls the neural network structures of 

the brain, the mechanism behind semantic priming and the subsequent accessibility of 

information and thus gives rise to the concepts of implicit confirmation bias. The more 

implicit form of confirmation bias exists under the moniker of “Hebbian plasticity,” and 

comprises yet another aspect of this multidimensional construct. Hebbian plasticity is the 

strengthening of neuronal connections within the brain with frequency of activation such 

that the more the brain makes certain connections (as with reaffirming a hypothesis with 

confirming evidence), the more available those connections implicitly become (Horowitz 

2012). In short, “information that is frequently retrieved becomes more retrievable” 

(Halpern & Hakel 2003).  

                                                 
3 There is anecdotal evidence to suggest that anchoring bias exists as a precursor to confirmation bias. 
They both rely on the same mechanism, which is focusing too heavily on one specific fact. The general 
idea behind the concept of their interrelatedness is that people anchor on a number, term or concept and 
then enact the positive test strategy to substantiate why it is correct ignoring disconfirming evidence as to 
why it might be incorrect.  
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 To more clearly illustrate the elicitation of confirmation bias, consider 

Nickseron’s (1998) example of the small red circle: 

“…suppose the concept to be discovered is a small circle and one’s hypothesis is 

small red circle. If one tests the hypothesis by selecting only things that are small, 

red, and circular, one will never discover that the class defined by the concept 

includes also small circular things that are yellow or blue.” 

This positive test strategy is the landmark tenet of the Wason test provided in 

Wason’s (1960) initial confirmation bias research. The positive test strategy culminates in 

the principle that “people generally require less hypothesis-consistent evidence to accept 

a hypothesis than hypothesis-inconsistent information to reject a hypothesis” (Nickerson 

1998). This means that after reaching a viable conclusion, positively testing it and 

requiring relatively little evidence to confirm it, the confirmation bias phenomenon is 

complete.  

Confirmation bias originates in a heuristic or ‘shortcut’ approach to assessing a 

hypothesis which ignores Bayesian reasoning, likelihood ratios and the diagnosticity of 

evidence. As such, “if your hypothesis is too broad, then it is prone to a lot of false 

positives” and hypothesis-consistent testing will likely reveal your error. Conversely, 

however, “if your hypothesis is too narrow, then it is prone to false negatives,” as in the 

small red circle example, and “positive hypothesis testing will reveal few errors” 

(Klayman 1995).  

Another facet of a positive-test strategy is “the tendency to give greater weight to 

information that is supportive of existing beliefs,” or general malfunctions in the 

weighting of evidence (Nickerson 1998). In this way, confirmation bias not only appears 

in the evidence for which we search, but in the weighting and diagnosticity we assign to 

that evidence once located.   
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The final notable point on confirmation bias is the idea that it is not a singular 

phenomenon. Klayman (1995) proposed “a set of confirmation biases, rather than one 

unified confirmation bias.” He concludes that “despite all the hedges, fudges and caveats” 

to the confirmation bias(es), “when people err, it tends to be in a direction that favors 

their hypotheses” (Klayman 1998). More recently, in the IARPA-SIRIUS principal 

investigator’s meeting, research analysts from MITRE proposed the same conclusion that 

confirmation bias is not a singularly defined construct (SIRIUS 2013).  

Confirmation Bias Mitigation 

Given that confirmation bias is a one-way street down a testable hypothesis that is 

also a product of unidirectional neural activation, the most effective mitigation technique 

is to consider the opposite or activate more possible hypotheses within the neural 

network. Klayman (1995) more academically states that an “important mitigating factor 

is the production of specific alternatives.”  While this is the single most effective strategy 

for mitigating confirmation bias, various studies developed Structured Analytic 

Techniques (SATs) to assist analysts in the consider-the-opposite approach. 

One of these SATs is a collaborative visualization tool entitled the Joint 

Intelligence Graphical Situation Awareness Web (JIGSAW) (Cook & Smallman 2008). 

Though the three techniques embedded in the tool were not holistically effective, one 

technique did manage to reduce bias. The “graphical evidence layout” technique, “ as 

compared with text, led participants to choose evidence significantly more representative 

of the balanced evidence pool” (Cook & Smallman 2008). Seeing as researchers did not 

inform participants of confirmation bias or mitigation strategies, the hypothesized 

explanation for the reduction in bias when utilizing a collaborative and graphical display 
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of evidence is that the tool made “the full distribution of evidence constantly available 

and easy to access” (Cook & Smallman 2008). In other words, the tool made all evidence 

accessible to the neural network instead of relying on individual participant activation. 

Another SAT that intelligence analysts routinely utilize is the Analysis of 

Competing Hypotheses (ACH), an analytic tool developed by Dick Heuer specifically for 

intelligence analysts (Heuer 1999). The research of both Cheikes et al. (2004) and Tolcot 

et al. (1989) affirm the characterization of confirmation bias in that the bias “was 

manifested principally as a weighting bias and not as a distortion bias.”  The weighting 

effect is the tendency to assign “stronger evidence ratings to hypotheses” to which 

participants assigned “higher confidence ratings” (Cheikes et al. 2004). The results 

reflecting ACH’s impact on this weighting issue are inconclusive; for novice analysts, 

“ACH substantially reduced the weighting effect,” but for seasoned analysts, “ACH had 

no impact on the weighting effect” (Cheikes et al. 2008). More recent research, however, 

indicates that “ACH tremendously…mitigate[s] confirmation bias” (Brasfield 2009).  

Conclusively, ACH is both the most heavily tested and the most reliable SAT for 

mitigating confirmation bias; the underlying mechanisms for which are considering an 

alternative hypothesis and considering disconfirming evidence. 

Bias Blind Spot and the Better-Than-Average Effect 

Bias blind spot is a cognitive bias largely championed by Emily Pronin that 

pertains to introspective assessment. This bias, hinging on “the better-than-average 

effect,” (Guenther & Alicke 2010) is “the tendency to believe that [a person’s] ability is 

above average” when compared with peers or an otherwise specified comparative 

population (Freund & Kasten 2012). A more succinct definition of the bias blind spot is 
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“the conviction that one’s own judgments are less 

susceptible to bias than the judgments of others” 

(Pronin et al. 2002).  

The most prevalent hypothesis within the 

relevant literature regarding the source of the bias 

blind spot is the uneven weighting of different 

types of evidence when assessing the self versus 

assessing others. Pronin et al. (2007) attribute this to an “introspection allusion,” or “the 

over-valuing of introspections relative to behavior for self, but not others.”  In other 

words, people tend to attribute their viewpoints to “unobservable qualities” such as 

intrinsic emotions and experiences while conversely attributing the viewpoints of others 

to their actions. In recent research, “participants not only weighted introspective 

information more in the case of self than others, but they concurrently weighted 

behavioral information more in the case of others than self” (Pronin et al. 2007).  

Pronin et al. (2005) further explicate the phenomenon of introspective evidence 

weighting in a twofold hypothesis addressing why introspection, in general, serves as a 

catalyst for bias blind spot. Principally, “introspecting in search of evidence of bias in the 

self is unlikely to yield such evidence,” and secondarily, “people cannot, by definition, 

introspect into the minds of others…and regard others’ introspection with skepticism.” 

The paradox here is the fact that people tend to view their personal experiences as 

lending insight to important judgment calls, yet view the personal experiences of others 

as biased. The results of the 2005 experiment which assessed the impact of introspection 

on bias blind spot directly, were that “people are least likely to think a judgment is biased 

[BIAS BLIND SPOT] 

The tendency for an individual to 

be unaware of their own  

cognitive biases, even when the 

individual can recognize cognitive 

biases in others. 

* 

Think you aren’t biased now that 

you have read this literature 

review? Think again… 



27 

 

when they are most likely to introspect” (Pronin et al. 2005). Conclusively, this indicates 

that when people look inward for personal assessment, they fail to recognize biases 

within themselves. 

Fundamental Attribution Error; Person versus Situation 

The final bias, fundamental attribution error, rests on underlying mechanisms 

reminiscent of many other cognitive biases, namely bias blind spot. Simply, the 

fundamental attribution error is the degree to which observers believe that “people’s 

behavior is caused externally (by situations) rather than internally (by dispositions)” 

(Sabini et al. 2001). In accordance with the 

name, it is the tendency to incorrectly 

attribute actions to personal characteristics 

rather than the situation.   

Jones and Harris (1967) conducted the 

seminal research on fundamental attribution 

error through an extensively cited experiment 

within the academic community concerned 

with cognitive biases. This experiment required participants to read pro-Castro, anti-

Castro, pro-Marijuana or anti-Marijuana essays written by political science students and 

subsequently judge how pro- or anti-Castro or Marijuana the students actually were. The 

results indicated that despite the participants having been told that the essay authors were 

assigned their topics in class and did not have a choice of topic, they still strongly (almost 

unanimously) aligned the essay topic with the author’s true beliefs. This represents a 

[FUNDAMENTAL 

ATTRIBUTION ERROR] 

The tendency for people to 

over-emphasize  

personality-based 

explanations for behaviors 

observed in others while 

underemphasizing the role 

and power of situational 

influences on the same 

behavior 
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failure to take into account situational factors (a mandatory topic that the student could 

not choose).  

Fundamental attribution error holds a place in intelligence analysis to the extent 

that analysts “underestimate the extent to which the others’ behavior is to be explained by 

the situation the other faces and correspondingly overweight the importance of the other’s 

peculiar goals and beliefs” (Jervis 1989). The converse of this phenomenon is also true 

and exists under the moniker of empathy: “To empathize with the other is often to argue 

that its malign behavior is not attributable to evil characteristics and instead is largely a 

product of the situation in which the other finds itself” (Jervis 1989). The degree to which 

either of these two facets of the fundamental attribution error influence decisionmaking 

depends largely on the degree to which one incorrectly weights certain types of evidence.  

Tetlock (1989) puts a spin on the fundamental attribution error reminiscent of 

Kahneman and Tversky’s work on anchoring bias. Tetlock (1989) maintains that personal 

attributes or dispositions (as opposed to situational factors) are typically the most salient 

for behavior explanations and, as such, these more available attributes create “a 

dispositional ‘perceptual anchor’ which people do not adequately adjust.”  

Largely, the fundamental attribution error concentrates on inefficient weighting of 

or adjustment away from situational factors (external) as opposed to behavioral factors 

(internal). Sabini et al. (2001) contend that within the academic discourse on the 

fundamental attribution error, a shortcoming exists in that the internal versus external 

conundrum is insufficient to capture the complexity of this bias. Through the analysis of 

collected fundamental attribution error studies, Sabini et al. note on several accounts that 

the authors of the various studies are not asking the correct question. For example, they 
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maintain that the participants in the Jones and Harris (1967) experiment did not “fail to 

take into account all ulterior motives;” rather, “they are simply unaware of how certain 

motives…make us easy to manipulate” (Sabini et al. 2001).  

Fundamental Attribution Error Mitigation 

Again, as is the case with the majority of these biases, research on mitigation 

tactics is scant. Tetlock (1989), however, proposes one such strategy that he shows to be 

successful with the caveat of the need for accurate timing. Tetlock found that 

accountability “eliminated the over-attribution effect by affecting how subjects encoded 

and processed incoming information.” Tetlock (1989) qualifies this claim with the 

statement that “the timing of accountability is a crucial variable in that accountability 

appears much more effective in preventing than in reversing judgmental biases.” To that 

end, Tetlock finds in his experiments that holding participants accountable for their 

judgments of people only mitigates the fundamental attribution error if participants are 

informed they are being held accountable before the presentation of the evidence. If 

participants first receive the evidence and are then told they will be held accountable for 

their decisions, there exists no such mitigating effect, suggesting that accountability only 

functions as a mitigation technique to the degree that one implements it prior to engaging 

the internal cognitive heuristic known as the fundamental attribution error.  

This concept, though, appears in both the fundamental attribution error and bias 

blind spot literature, and is likely true for many of the biases discussed herein; “people 

may have access only to the products of such processes, not to the processes themselves” 

(Nisbett and Wilson 1977). Therein lies the crux of cognitive biases as automatic 

cognitive processes: Though we have access to the product of the heuristic, we do not 
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necessarily have access to the heuristic itself, presenting cognitive bias mitigation as a 

meta-cognitive endeavor. 

Games-Based Learning 

Extant research on cognitive biases suggests that the task of teaching intelligence 

analysts about cognitive biases is a simple one (knowledge). Altering their actions, 

however – in effect, mitigating the bias – is much more difficult (behavior). To elaborate, 

the degree to which an intelligence analyst is fluent in the cognitive bias vernacular as a 

result of the cognitive bias training provided by their agency rarely correlates with their 

ability to divorce cognitive biases from their analytic process (as evidenced by multiple 

intelligence failures).  

As Halpern and Hakel (2003) assert, “the purpose of formal education is transfer” 

of knowledge and skills to everyday life situations. The likelihood of this increases when 

learners are forced to “generate responses with minimal cues, repeatedly over time with 

various applications so that recall becomes fluent and is more likely to occur across 

different contexts and content domains” (Halpern & Hakel 2003). Games can readily 

provide these varied contexts necessary for content presentation while simultaneously 

engaging the learner.  

Games-based learning is not at all new to intelligence training. From military 

simulations to role playing to a slew of IARPA initiatives, games have, over the years, 

managed to find their way into the intelligence classroom. Dick Heuer (1999) concludes 

that “gaming gives no “right” answer, but it usually causes the player to see some things 

in a new light.” A recent initiative by IARPA entitled the SIRIUS program inspired the 

independent pursuit that endeavors to utilize tabletop games as a teaching tool for 
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analysts otherwise susceptible to cognitive biases. The mission statement of the IARPA 

SIRIUS program is as follows: 

“The goal of the Sirius Program is to create Serious Games to train participants and 

measure their proficiency in recognizing and mitigating the cognitive biases that 

commonly affect all types of intelligence analysis. The research objective is to 

experimentally manipulate variables in Virtual Learning Environments (VLE) to 

determine whether and how such variables might enable player-participant 

recognition and persistent mitigation of cognitive biases. The Program will provide 

a basis for experimental repeatability and independent validation of effects, and 

identify critical elements of design for effective analytic training in VLEs. The 

cognitive biases of interest that will be examined include: (1) Confirmation Bias, 

(2) Fundamental Attribution Error, (3) Bias Blind Spot, (4) Anchoring Bias, (5) 

Representativeness Bias, and (6) Projection” Bias (Bush n.d.). 

Completely independent of this program (yet nevertheless inspired by its goals), 

Professor Kristan J. Wheaton of Mercyhurst University designed a tabletop game with 

the purpose of achieving the same result as the stated recognition and mitigation 

objectives of the SIRIUS program. Inherent in this tabletop game are some of the 

characteristics of games that make them useful as teaching tools. 

Why Use Games to Teach? 

Games-based learning encompasses a multitude of pedagogical strategies with 

proven effectiveness and, as such, is a valid pedagogical approach with a rapidly 

expanding body of literature to support it. Just as the link between games and learning is 

not foreign to the field of intelligence, “the link between games and learning is not a 

contemporary phenomenon, nor a digital one” (K. Salen (Ed.) 2008).  

Games also teach a variety of strategies that correspond on the most basic level to 

the tasks of the intelligence analyst. For example, games have to capacity to teach how: 
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“…to take in information from many sources and make decisions quickly; to 

deduce…rules from playing rather than by being told’ to create strategies for 

overcoming obstacles; [and] to understand complex systems through 

experimentation” (Prensky 2003).  

The benefit of games is that they heighten one’s ability “to see deep patterns in 

disparate sets of data” (Wheaton 2013). Prior research on games-based learning 

demonstrates that games both “increase retention of subject material” and “improve 

reasoning skills in higher order thinking” (Hogle 1996). This so-called higher order 

thinking is precisely the kind of strategic and metacognitive thinking most relevant to the 

work of an intelligence analyst. Thus, playing many different games over an extended 

period of time has the ability to strengthen key analytic skills such as pattern recognition, 

and to do so implicitly, such that the student is unaware that he or she is learning. 

“Attention is the currency of learning,” and “standard lectures are not long for this 

world” (Wheaton 2013). Capturing attention through emotion is one of the most 

noteworthy attributes of games, according to experts on games and learning such as 

James Gee (2008). Gee asserts that “we store [information] more deeply and integrate 

with our prior knowledge better when that new information has an emotional charge for 

us.” A hybridization of cognitive psychology and pedagogy supports this point indicating 

that learning occurs somewhere in the intersection of attention, emotion and repetition 

(Willingham 2009). Willingham concludes that “memory is the residue of thought.” In 

short, to get learners to remember something, they have to “think about what it means;” 

to achieve this purpose, Willingham proposes the use of stories (Willingham 2009). 

Imparting information within the context of a game is an ideal way to surround the 

knowledge with context (or a story) such that it is more accessible at a later date. Equally 

as difficult as capturing learner attention is inspiring learner motivation. According to 
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Bernard Suits (2005), “playing a game is a voluntary attempt to overcome an unnecessary 

obstacle.” The operative word in this definition is voluntary. In order for a learner to 

voluntarily engage in an activity, it must be “fun, interesting, captivating, appealing and 

intrinsically motivating” (Malone 1981). One reason for turning to a games-based 

pedagogical approach is that, as Marc Prensky (2003) notes, the gaming industry is a 

domain “where motivation itself is the expertise.”  

Mihaly Csikszentmihalyi (1991) references Roger Caillois’ four categories of 

games: Agon (competition), alea (chance), ilinx (alteration of consciousness) and mimicry 

(role play). While each type of game possesses characteristics integral to its inherent 

entertainment, all types of games provide three overarching experiential benefits for 

player. These experiential benefits correspond to the concept of flow (elaborated upon 

further below) inherent to intrinsic motivation and integral to successful game design.   

The first is “creat[ing] a sense of discovery” and “transporting the person into a 

new reality” 

(Csikszentmihalyi 1991). 

Malone (1981) calls this 

the “fantasy” element of a 

game. The second is 

“push[ing] the person to 

higher levels of 

performance” 

(Csikszentmihalyi 1991). 

Malone equates this Figure 1.3: The intersection between game space and learning 
objectives.                                                                                                      

Source: Amory et al. (1999) 
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dimension to “challenge.” Lastly, it involves a “growth of the self,” or the expanding of 

one’s capabilities (Csikszentmihalyi 1991). Ultimately, Malone refers to this as 

“curiosity.”  

Unfortunately, “what makes games fun is not necessarily what makes them 

educational” (Malone 1980). Aside from research that demonstrates increased knowledge 

retention subsequent to the use of videogame training tools (Ricci et al. 1996), analysis of 

both the gaming literature detailing what makes a good game and the pedagogical 

literature illuminating what makes a good teaching tool reveals a certain amount of 

convenient overlap. Amory et al. (1999) suggest a visual representation of this overlap, 

which the below points serve to augment, not contradict (See figure 1.3). 

This overlap results in seven key components which games possess that serve as 

key components for fostering intrinsic motivation among learners. These seven are: 

Narrative/Fantasy, choice/control, mystery/curiosity, challenge, feedback, character 

development and achievement (See figure 1.4).  
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Narrative and a certain element of fantasy are inherent in many games, and 

consequently provide the perfect venue in which to embed key concepts for a learner 

(Garris et al. 2002, Parker & Lepper 1992, Dickey 2006, Rieber 1996). A familiar 

problem with education is that learning is too abstract for application. Games have the 

power to capture both “the motivational and instructional benefits of contextualization” 

that consequently create an intrinsically motivated learner by giving them semantic and 

situational anchors that make the target of the instruction more accessible (Cordova & 

Lepper 1996). Cordova and Lepper also found that while the presence of a strong fantasy 

narrative led to increased interest in the game itself, it also led to players seeking more 

Figure 1.4: The proposed intersection between game space and learning objectives. 
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challenging tasks, employing more complex operations for problem solving and playing 

more strategically than those engaging in a game without a strong fantasy narrative 

element.  

Providing the player with choices and appropriate control over gameplay is also 

indicative of both a good game and good learning (Malone & Lepper 1987). In the same 

study referenced above, Cordova and Lepper (1996) found that providing the player with 

meaningful choices produced similar results to providing the player with a meaningful 

narrative (though, ultimately, they found that a meaningful narrative was more influential 

than meaningful choices). Dickey (2006) refers to this element as “exploration” which 

allows a player to discover new knowledge at their own pace in accordance with their 

own interests. 

This leads to the necessity for both mystery and curiosity, which provides both 

game elements and semantic concepts with which the player is unfamiliar (Malone 1981, 

Malone & Lepper 1987). The human mind is naturally curious and (Koster 2005), paired 

with a compelling narrative and immersive story, the temptation of the unknown will 

intrinsically motivate learners such that they venture deeper into the game and, 

consequently, into the unfamiliar semantic space.  

Much of the learning occurs in a game within the process of exploration when the 

player encounters obstacles that he or she must overcome. This constitutes the element of 

challenge within a game environment that also corresponds to practice of a newly-

acquired concept (Malone & Lepper 1987, Rieber 1996, Garris et al. 2002). Dickey 

(2006) notes the challenge that MMORPGs, for example, provide is strategic quest 



37 

 

planning and risk/reward assessment, two extremely important skills for intelligence 

analysis.  

A less-explored element of gaming that Rieber (1996) nonetheless found prudent 

to include is feedback. Feedback is, of course, a critical element in instruction. 

Character development is an element that Dickey (2006) links with MMORPGs 

which also entails role playing, a previously listed strategy for bias mitigation (Green 

2002, Armstrong 2001). To the degree that taking a role enhances the narrative, many 

games require the development of an avatar. To the degree that taking a role enhances 

learning, supportive literature from the fields of law, military, pedagogy and politics all 

advocate it as a viable instructional methodology.  

The final element comprising gaming and instructional intersection is 

achievement, or the ability to engage in complex problem solving in order to facilitate 

learning (Harter 1978, Garris et al. 2002). Cordova and Lepper (1996) already established 

that narrative and fantasy lead to increased engagement in challenge and increased use of 

strategy and complex operations.  

To the degree that all these elements are interrelated, it is the amalgamation of 

these facets that create an instructive environment that is also entertaining. Entertainment 

and fun generate interest which intrinsically motivates learners thereby capturing (and 

maintaining) their attention. Through the interplay of these complex emotions and 

processes underlying intrigue and pursuit, the games-based approach has the inarguable 

ability to impart knowledge effectively.  

Since “game designers are…experts in making difficult tasks engaging,” games 

are the perfect tool to approach intelligence issues, some of the most complex concerns of 
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the 21st century (McGonigal 2011). The research contained herein details the efficacy of 

utilizing tabletop games as a revolutionary method for imparting knowledge in the 

intelligence classroom.  

To the degree that games-based learning is successful, it employs certain 

pedagogical strategies such as peer learning, flow, and implicit learning, some of which 

feature prominently in Professor Wheaton’s research on using games to teach strategic 

intelligence at Mercyhurst University.  

Professor Wheaton’s methodology is to require students at both the graduate and 

the undergraduate levels to play games prior to class and write reflections detailing how 

the game objectives correlate with specific topics in strategic intelligence. His 

conclusions, albeit largely qualitative and anecdotal, are encouraging for the games-based 

learning pedagogical approach: 

“Games-based learning appears to have increased intelligence students’ capacity 

for sensemaking, to have improved the results of their intelligence analysis and to 

allow the lessons learned to persist and even encourage new exploration of strategic 

topics months after the course has ended” (Wheaton 2010).  

Peer learning (also referred to as “cooperative learning”) involves two 

components that collectively contribute to its success: “Learning by doing” and “learning 

by teaching” (Topping 2005). Learning by doing effectively pushes students past 

knowledge of theory (or, in the case of the intelligence analyst in this circumstance, past 

the knowledge of cognitive biases) towards knowledge of implementation (behavior 

alteration). The value in this approach is real-world applicability versus textbook 

knowledge, which is the most important takeaway from effective training within the 

intelligence community. Other strengths of collaborative learning include repetition 
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learning, “a greater volume of engaged and successful practice, leading to…fluency and 

automaticity of core skills” and implicit learning (Topping 2005).  

One learns best implicitly once in a state of flow, originally coined by Mihaly 

Csikszentmihalyi in 1990. Flow, according to Csikszentmihalyi, “represents the feeling 

of complete and energized focus in an activity, with a high level of enjoyment and 

fulfillment” (Chen 2007). This feeling provides the foundation for implicit learning in 

games-based learning in that “information that [has] to be actively taught, assessed, re-

taught and re-assessed…is passively (and painlessly) acquired in a games-based 

environment” (Wheaton 2010). Flow, 

according to Chen, is the experience’s 

delicate balance between student abilities 

and challenges that effectively avoids 

boredom (caused by a lack of challenge) 

and anxiety (caused by too much of a 

challenge) (See Figure 1.5) (Chen 2007). 

In the optimal flow state, a learner is most 

receptive to knowledge. Good games, according to Gee (2003), “operate at the outer and 

growing edge of a player’s competence, remaining challenging, but doable;” this is the 

knife edge a game must walk in order to teach and teach effectively. 

Achieving optimal flow in a gaming environment provides the concentration 

necessary for implicit learning. Implicit learning is the process of learning without 

explicit knowledge that learning is occurring. Implicit learning is extremely difficult to 

Figure 1.5: Game-play Flow                                                                               
Source: http://tinyurl.com/klhuw8g 
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measure in that learners frequently cannot report what they have learned, or that they 

have learned at all.  

Implicit learning, by its most academic definition, is learning that is both “an 

unconscious process” and learning that yields “abstract knowledge” (Reber 1989). A 

more applicable facet of this definition is the statement that the typical college 

undergraduate “is an active and consciously probing organism, especially in regard to 

things with structure and patterns” (Reber 1989) suggesting that the mind persistently 

searches for patterns within new data sets.  

This idea is at the forefront of traditional implicit learning studies that involve the 

learning of implicitly presented grammatical structures. Past studies demonstrate that 

though participants provide more accurate grammatical categorizations with increased 

exposure to implicitly-presented patterns, their confidence reporting reflects a lack of 

awareness at having retained new grammatical rules, speaking to the ability of the brain 

to achieve high levels of implicit pattern recognition. This phenomenon is precisely the 

goal that the games-based learning pedagogical approach should target (Wheaton 2013). 

By embedding relevant content in a game that achieves maximum flow, students will 

learn the new content implicitly.  

 While traditional studies on implicit learning predominantly address the implicit 

learning of grammatical structure, more recent studies address implicit learning within 

and across varying disciplines such as music and gaming. The idea behind testing implicit 

learning is that it “can be examined by exposing people to subtle regularities” (Reber 

1993) “and is said to occur if individuals improve in speed and/or accuracy of their 
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response to predictable events yet are unable to describe such regularities” (Bergstrom et 

al. 2011).  

Though the body of literature supporting implicit learning in games is sparse, one 

study found that participants with “extensive experience with music or video games is 

associated with enhanced implicit learning of sequential regularities” (Bergstrom et al. 

2011). This suggests that those who play games and those who play musical instruments 

are more adept at implicit pattern recognition, an ability integral to the skillset of any 

seasoned analyst. Additionally, a study testing the ability of musicians and non-musicians 

alike to recognize musical transformations in serialist atonal music sequences found that 

only musicians could accurately detect the atonal music transformations (Dienes et al. 

2004). 

Conclusion 

What does all this mean? Intelligence analysis is a process of pattern recognition 

within vast, disorganized, interdisciplinary data sets. Cognitive biases routinely interrupt 

this process with wayward cognitive processing often times resulting in dubious and 

unsubstantiated output. Games teach players implicitly to recognize deep patterns. Thus, 

this paper proposes a games-based approach to training intelligence analysts to recognize 

cognitive biases, utilizing The Mind’s Lie, a tabletop game, as a testing mechanism in 

order to search for generalizable results across the intelligence discipline. 

H1: The Mind’s Lie possesses utility as a teaching tool for each of the six 

biases. 

H1.1: The Mind’s Lie is a more effective teaching tool for analysts 

than for gamers.  
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H1.2: The more times participants encounter the biases, the better 

they become at identifying them.   

H1.3: The more a participant enjoys the experience, the more he or 

she learns from it. 

H2: The games-based learning approach is a viable strategy for training 

intelligence analysts to recognize cognitive biases in real-world situations. 
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METHODOLOGY 
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The Mind’s Lie 

 The Mind’s Lie is a game designed to train the recognition of cognitive biases 

through the previously identified pedagogical strategies of implicit learning and peer 

learning, further incorporating learning by doing and learning by teaching (See Annex I 

for The Mind’s Lie game materials). To the degree that The Mind’s Lie stimulates the 

flow state in its players, it teaches implicitly. The game mechanics that underlie The 

Mind’s Lie are collaboration and argumentation.  

The benefits of using this tabletop game as a teaching tool for intelligence 

analysts are manifold. First, by the very fact that it is a game, participants will likely find 

it more engaging than the traditional lecture format (the case for why a games-based 

approach to pedagogy is an innovative method for imparting knowledge located in the 

previous section). Additionally, videogames designed with the same purpose have two 

distinct drawbacks: 1. They become outdated quickly (i.e. the graphics become clunky, 

the dialogue hackneyed, etc.) and 2. They are difficult to disseminate within secure 

environments (you probably cannot walk into CIA headquarters with a flash drive 

containing 8GB of game code, but you probably can walk into CIA headquarters with a 

deck of cards). The real-world scenarios presented within The Mind’s Lie (that may or 

may not contain cognitive biases – that is for the player to decide) are also highly 

replicable in the sense that creating more scenarios is relatively easy. More useful still 

than the ability to create new scenarios for enhanced training is the ability to create niche-

specific scenarios, for example, scenarios that pertain to nuclear nonproliferation or 

international politics within the Middle East. Each bias has a set of elicitation facets that 

can be extensively exploited should the need arise for extended training sessions.  
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Advantages aside, The Mind’s Lie was previously playtested extensively from a 

game mechanic perspective. The purpose of this research is to playtest The Mind’s Lie to 

gauge its utility as a teaching tool. The procedure for accomplishing this purpose is 

outlined below. 

Participants 

 Seven individuals (some of them game-store owners) generously volunteered to 

run remote playtesting sessions of The Mind’s Lie with their regular gaming groups 

across the northeastern region of the United States (with some outliers in Texas and the 

Washington D.C. metro area). The individuals were recruited primarily through cold calls 

to regional game stores requesting permission to utilize their regularly-meeting 

playtesting groups and at the national board game fair Origins in Columbus, Ohio.4 These 

individuals served as experimental proctors running playtest sessions with groups of six 

comprised predominantly of gamers (with some outlier groups involving exclusively 

analysts or exclusively university students). All participants were over the age of 18. 

Apart from age, no demographic constraints were placed on the recruitment pool (See 

experimental Institutional Review Board (IRB) proposal in Annex III and IRB approval 

letter in Annex IV).  

                                                 
4 Origins is an annual game fair showcasing board game companies and featuring gaming competitions 
during the course of the summer in Columbus, Ohio. The Origins conference for 2013 took place on 12 – 
16 June 2013.  
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After compiling 

data from all 7 groups, 

39 total playtesters 

played through The 

Mind’s Lie (n=39). The 

gender breakdown of the 

sample population was 

72 percent male, 28 

percent female. The 

mean age was 34 and all but four of the playtesters indicated that they play games on a 

regular basis. Of six facets of games that make them enjoyable, playtesters ranked almost 

all of them as having equal importance to their personal game-play experience 

(Competition, aesthetics, learning and argumentation; between 3 and 4 on a 6-point scale) 

(See Figure 2.1). These facets were selected because all six are arguably present in the 

tabletop game used to test the hypotheses, the latter three serving as the most prominent. 

Participants ranked the voting mechanic slightly lower (2.5) and the strategy component 

slightly higher (4.7). None of the differences in gaming priority rankings were 

statistically significant with the exception of the distinction between argumentation and 

voting which was statistically significant at the p<0.1 level.  

The Mind’s Lie is a game that relies heavily on the final three game facets; 

argumentation, voting and strategy. The underlying assumption is therefore that if 

playtesters ranked these mechanics lowly in terms of game-play enjoyment, they might 

not benefit as greatly from The Mind’s Lie from an educational perspective simply 
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Figure 2.1: A representation of what characteristics playtesters 
most value in a game-play experience 
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because they did not enjoy the game. A VIF analysis of all quantitative variables 

indicated that all variables were adequately separate and did not present conflated 

constructs with the mean VIF at 1.98.  

One final division was made among participants between playtesters that 

indicated they had prior training in cognitive biases (n=20, 51 percent) and playtesters 

that claimed they had no prior training in cognitive biases (n=19, 49 percent).  Of the 

participants who claimed to have prior training, they indicated how much training they 

had on a 6-point scale. Those considered to be cognitive bias experts are those that rated 

themselves as a 4 or more on a 6-point scale (n=10).  

Materials 

 Each volunteer proctor received a packet in the mail with all necessary materials 

for the playtesting process (Refer to Annex II for The Mind’s Lie test materials). The 

packets included: 

 1 copy of The Mind’s Lie 

 6 copies of the playtester informed consent document 

 1 proctor standard operating procedure document (with comprehensive written 

instructions detailing how to conduct playtesting sessions) 

 6 copies of the playtester pre-survey 

 6 copies of the playtester post-survey 

 1 copy of the proctor post-survey 

 6 copies of the playtester debriefing form 

 1 data collection sheet  

In addition to this packet, proctors were instructed either in-person or over the 

telephone how to conduct playtesting sessions, and were further provided links to two 

YouTube videos, one of which detailed the playtesting procedure for the proctors and the 

other of which detailed the playtesting procedure for the playtesters.  
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Procedure 

 The Mind’s Lie is an argumentation-based card game. Each proctor conducted the 

playtesting sessions in the same way, in accordance with instructional videos accessible 

through YouTube.5 Playtesting groups either met once and played straight through The 

Mind’s Lie or were allowed to meet in multiple sessions with the same six playtesters. 

Proctors had from June through the end of August to conduct playtesting sessions at their 

leisure.  

Upon meeting, playtesters first signed the informed consent documents and were 

assigned participant ID codes by the proctors which they subsequently used to label all 

experimental documents to ensure anonymity. These codes consisted of the proctor’s 

initials, underscore, and a number one through six, i.e. MR_3. This allowed the researcher 

to link quantitative results to qualitative comments without ever seeing any personally 

identifiable information of the participants. Finally, before commencing game play, each 

participant took a pre-survey (found in Annex II) collecting demographic information 

such as age, gender, mood, game play frequency and the six gaming priorities.     

For game play, each playtester received a set of seven bias cards to hold in their 

hand (representing the six cognitive biases in question – confirmation bias, anchoring 

bias, fundamental attribution error, bias blind spot, mirror-imaging and stereotyping – 

and a seventh card for no bias). Playtesters then read through a scenario card of which 

                                                 
5 The researcher created two instructional videos utilizing the game and test materials, and uploaded 
them to YouTube on a public account so that all remote proctors could access instructions easily. These 
videos are accessible at the following links: https://www.youtube.com/watch?v=Gnkj9UmgG5c, 
https://www.youtube.com/watch?v=i1LtcoASUWs. The first video provides a step-by-step proctoring 
protocol walking proctors through all the documents they received in their packets, in what order to 
administer them and how to fill them in. The second video is a brief instructional video for playtesters 
detailing how to play The Mind’s Lie.   

https://www.youtube.com/watch?v=Gnkj9UmgG5c
https://www.youtube.com/watch?v=i1LtcoASUWs
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there are 42 total in the deck. Upon deciding which bias, if any, was present in the 

scenario, playtesters voted secretly before revealing which bias they chose. After 

revealing all votes, playtesters then discussed amongst themselves their reasons for 

choosing their respective biases, making the case for other playtesters to switch to their 

preference before voting a second time with the opportunity to change their vote 

depending on how convincing the other playtersters’ arguments had been. This game play 

process exemplifies the two decision points for every single bias elicitation card. For a 

more elaborate version of The Mind’s Lie rules, see Annex I for game play materials).  

The job of the proctor was to record the individual voting decisions of each 

playtester for each scenario card on the data collection sheet. Regardless of the scorecard, 

these data, once aggregated, showed whether or not The Mind’s Lie produced a training 

effect for the recognition of cognitive biases. If, for example, playtesters began to vote 

unanimously (or almost unanimously) on the first round of voting as they progressed 

through the deck of 42 scenario cards, this would indicate an increased ability to 

recognize cognitive biases in real-world scenarios. 

Subsequent to game play, participants filled out a post-survey indicating how 

much they enjoyed the game, how much they felt they learned from the game and how 

much educational value they believed the game had for a broader audience. The proctor 

also filled out a proctor post-survey identifying major disruptions or sources of confusion 

during the playtesting process and how much or how little participants seemed to be 

enjoying the experience. Before leaving, each participant received a debriefing form 

thanking them for their participation and explaining the purpose of the study.  
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This process yielded a comprehensive set of decisions made throughout the 

course of gameplay for a total of 39 participants. Through further analysis of each 

players’ progression through the presentation of the cognitive biases, it became clear 

whether or not the players were learning to recognize the biases in the scenarios 

provided. The results of the study and resulting trends are delineated below.  
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RESULTS 

Quantitative Analysis 

Both the participant data and the aggregate results were analyzed statistically 

using STATA for correlation analysis and Microsoft Excel to run one way ANOVA tests. 

While the dataset was extremely small (n=39), it was still possible to draw rudimentary 

conclusions from the analysis concerning both the effectiveness of The Mind’s Lie as a 

pedagogical tool and the observed learning effect. The aggregate data inarguably presents 

an increase in percent 

correct from the initial 

bias identification to 

the final bias 

identification (See 

Figure 3.1). This is an 

83 percent increase in 

bias identification 

across all participants 

from the first judgment to the last, statistically significant at the p<0.01 level. Breaking 

down the data by bias allows for an even 

more generous interpretation of the 

results that suggests a mild yet 

unmistakable learning effect.  

Confirmation bias witnessed a 

117 percent increase in participants’ 

Figure 3.1: Participant percent correct bias identification from initial 
judgment to final judgment 
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ability to identify bias, significant at the p<0.01 level across four of the six elicitations 

possbile in the game. The final identification accuracy was 50 percent for the second 

judgment of the final (fourth) elicitation. For each elicitation (each time a participant 

encounters the bias on a bias card), there are two judgments; therefore, for bias data with 

four elicitations of that particular bais, the participant makes eight bias decisions. Since 

the game involves some gaming strategy at the second judgment, for example, 

purposefully choosing the incorrect answer to end with the majority bias in order to score 

points, the first judgment of the final elicitation should also be taken as a reliable metric 

for bias identification. In the case of confirmation bias, the first judgment of the final 

elicitation yielded 50 percent accuracy (the same as the second judgment), so this point is 

moot (See Figure 3.2).  

Fundamental attribution error witnessed a 355 percent increase (not statistically 

significant) in total bias identification across only two of the six possible elicitations. The 

final bias identification accuracy was 33 

percent yet, as was the case with confirmation 

bias, the first judgment of the final elicitation 

(in this case, only the second) should also be 

considered, which is considerably higher at 50 

percent (See Figure 3.3).  
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Bias blind spot 

provided a 124 percent 

increase (statistically 

significant at the p<0.1 level) 

in overall bias identification 

over all six possible elicitations ending with an encouraging 100 percent identification 

accuracy (See Figure 3.4). Mirror imaging achieved a 92 percent increase (statistically 

significant at the p<0.1 level) over all six possible elicitations, again ending with 100 

percent bias identification accuracy (See Figure 3.5). Stereotyping reached the highest 

overall increase in bias 

identification accuracy at 

253 percent statistically 

significant at the p<0.05 

level across five of the six 

elicitation possibilities  

(See Figure 3.6).  

Of note is that confirmation bias, bias blind spot, mirror imaging and stereotyping 

all suffered from a severe 

decline in bias identification 

accuracy around the third or 

fourth elicitation of the bias. 

This decline is not visible in 

the overall bias identification accuracy, calculated by using the percent change from the 
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first elicitation of the initial identification accuracy and the second elicitation from the 

final identification accuracy. It is, however, visible in the linear representation of 

chronological bias identification. The most plausible explanation for this is that students 

sometimes make errors; if each bias elicitation card of The Mind’s Lie is like a test 

question, students can miss one or two questions and still  demonstrate mastery of course 

material. This temporary decline in bias identification can be interpreted as a missed test 

question, further elaborated in the conclusion section. 

Finally, anchoring bias was the only bias not to demonstrate a positive learning 

effect, with a 21 percent decrease in overall bias identification accuracy across four of the 

six elicitations (statistically significant at the p<0.05 level). Anchoring bias ended with a 

25 percent identification accuracy, only slightly above chance (approximately 14 percent 

identification accuracy), down from the initial 42 – 55 percent identification accuracy at 

the first elicitation (See Figure 3.7). The no bias scenarios, witnesssed a 72 percent 

increase across three elicitations (not statistically significant) (See Figure 3.8).  

Beyond the quantitative results demonstrating the learning effect, several 

important correlations were revealed. Most notably, participant enjoyment of the game-

play experience seemed to have no bearing on whether or not the participant felt that they 

had learned from the game (in fact, it was negatively correlated; r=-0.1), though it did 
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positively correlate with whether or not they found the game to have educational 

potential for a wider audience (r=0.66, p=0.01).  

Additionally, returning to the three game characteristics that The Mind’s Lie 

entails (argumentation, voting and strategy), it was found that overall, these 

characteristics positively correlated with how much the participants felt they learned and 

the potential educational value of the game, but not how much they enjoyed it 

(Argumentation: r=0.29, p=0.4; Voting: =0.26, p=0.3; Strategy: r=0.38, p=0.2). These 

findings are significant at the p<0.1 level. This finding suggests that the game mechanics 

did not have an impact on enjoyment, but did have an impact on perceived educational 

benefit (Refer to Annex V for the complete dataset and all statistical calculations 

conducted in both Microsoft Excel and STATA).  

Anecdotal Evidence 

 Playtesters provided anecdotal feedback via post-surveys where they were given 

the opportunity to express relative enjoyment of the game. The anecdotal results from the 

gamer group were almost unanimously negative. The mean rating for enjoyment of the 

game was 2.4 and the rating for whether or not the participants learned from the game 

was 2.7 (on a 6-point scale) despite the fact that almost half (46 percent) of participants 

indicated that they would play the game again and the rating of the game’s widespread 

educational value was 3.5 on a 6-point scale. The inherent contradiction in this finding is 

that playtesters felt they did not learn from the game personally, but that others would. 

 The anecdotal responses from the gamers included the recurrent complaint of 

there being no “right answer” to the bias scenarios and that the game, in general, took too 

long to play. Additional comments indicated that the game was “confusing and 



56 

 

complicated” with a “poor design.” When asked what to improve about the game, a 

participant responded “everything.” When asked how to improve the game, another 

participant said “burn it.” Still other participants indicated that the game was “too 

intellectual,” “more like an experiment than a game” and should be “more down to 

Earth.” More useful suggestions included providing a “better explanation of the biases” at 

the onset of the game (a request also made by analysts) and setting a time limit for the 

debate among players.  

In addition to the formal experimental playtesting, ad hoc playthroughs of The 

Mind’s Lie were proctored by both the game developer and the researcher in various 

contexts, including at the Global Intelligence Forum in Dungarvan, Ireland (Wheaton 

2013). Anecdotal evidence from intelligence professionals was collected in the form of 

an informal follow-up e-mail. The feedback from working intelligence professionals was 

overwhelmingly more positive than the feedback from the gaming group largely utilized 

to assess the game.  Conclusively, the consensus was that The Mind’s Lie was a highly 

effective strategy for teaching cognitive biases to analysts as it was the most interactive, 

cross-contextual and applicable approach the working analysts had thus seen within the 

IC. Additionally, they found The Mind’s Lie to be genuinely enjoyable, with the caveat 

that it was a highly enjoyable process within the context of work that may or may not be 

as enjoyable as a purely recreational activity. In short, the results clearly demonstrate that 

The Mind’s Lie is a structured activity that is infinitely more appropriate for a classroom 

or a training workshop than for a Friday night entertainment activity. 

The unanimous rating of The Mind’s Lie among the analysts was that it was “very 

effective as a teaching tool” with strong advocacy for using it in either a training or 
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educational setting. Constructive feedback included the need to begin the game by 

“introducing analysts to the biases.” Further benefits of the game addressed the inclusion 

of “intel and non-intel scenarios” that the analysts found made the game engaging. When 

asked how enjoyable they found the game, analysts all agreed that it was highly 

enjoyable with the following caveats, the implications of which are elaborated in the 

conclusion section: 

 The game was enjoyable, “but I am both a gamer and an academic. That 

may have something to do with enjoying a game that involves debate and 

discussion.” 

 “The Mind’s Lie was entertaining not just as a game but also as an exercise 

in analysis. As analysts, we tend to take ourselves a little too seriously 

sometimes.” 

 “It was enjoyable and genuinely entertaining, especially within the context 

in which we played the game” (an academic conference). 

 

This anecdotal evidence is reinforced by a small amount of data within the 

playtest results. Of the 39 participants tested, 4 were military analysts, not gamers (as 

indicated by the self-evaluation of game-play frequency as 1.5 on a 4-point scale for 

these analysts as opposed to the 

mean of 3.7 for the remaining 

35 participants). While four 

data points is hardly a 

representative sample, the 

mean enjoyment for the analyst 

participants (n=4) was 4.5 on a 

6-point scale (in comparison 

with the mean enjoyment for 
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the remaining 35 gamer participants, 2.2). The analysts also felt that they learned more 

from the game than the gaming participants (3.3 as opposed to 2.6 on a 6-point scale) and 

that the game had greater educational value for a widespread audience (3.8 as opposed to 

3.0 on a 6-point scale) (See Figure 3.9). All three of these findings were found to be 

statistically significant at the p<0.05 level.  Those who had prior training in cognitive 

biases (n=20) rated the game relatively the same as the rest of the group for level of 

enjoyment (2.5 in comparison with 2.1), how much they felt they learned (2.5 in 

comparison with 2.6) and educational value (3.1 in comparison with 3.0). Those who 

were considered experts in cognitive biases (n=10) rated the game lower for both 

enjoyment (1.9 in comparison with 2.1) and how much they felt they learned from it (2.0 

in comparison with 2.6) (likely because they felt they already knew the material), yet the 

same for widespread educational value (2.8 in comparison with 3.0), reinforcing that 

these participants felt the game had potential to teach even though they themselves did 

not feel they learned from it (See Figure 3.10). All intra-group comparisons presented in 
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Figure 3.10: Anecdotal measures across the four divisions of participants 
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Figure 3.10 were found to be statistically significant at the p<0.05 level, becoming 

increasingly statistically significant from the total sample population to those with prior 

cognitive bias training to the cognitive bias experts.  

What is important to remember about these factors is that they are self-reported 

and subjective, and therefore do not demonstrate how much or how little the participants 

learned from the game; rather, they reflect how much the participants think they learned 

from the game. As referenced in the literature review, implicit learning, by nature, is 

difficult to measure in that students often cannot articulate that they have learned. This is 

not to say that all participants learned from The Mind’s Lie and we simply cannot see it in 

the self-reported data; this is only to remind that although a training effect may be visible 

within the quantitative data measurements, it may not necessarily be reflected within the 

self-reported evidence.     
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CONCLUSION 

Results and Evaluation of Tested Hypotheses 

 Though the main focus of this experiment was to evaluate the stated hypotheses 

with quantitative information collected from multiple playtesting sessions of The Mind’s 

Lie, due to limited data availability, the conclusions drawn from the quantitative analysis, 

while valid, are not as robust as originally intended. In short, arguably the most important 

conclusions from this experiment come from the qualitative evidence.  

H1: The Mind’s Lie possesses utility as a teaching tool for each of six biases. 

The Mind’s Lie clearly possesses utility as a teaching tool across almost all 

cognitive biases as evidenced from the increase in identification accuracy across all 

biases except for anchoring. Additionally, the aggregate bias identification across all 

biases and all participants witnessed an 83 percent total increase in bias identification 

capability with an 

ending accuracy of 

44 – 54 percent. 

While 44 – 54 

percent is still not an 

ideal identification 

hit rate, two of the 

biases achieved 

identification hit 

rates at 100 percent 

suggesting that the 

Figure 4.1: A modified learning curve accounting for the decline in 
cognitive bias identification.                                                        
Source: http://tinyurl.com/mxqt8fk 
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approach was more viable for some biases than others (namely, bias blind spot and mirror 

imaging, both strategy-based errors).  

Of note is the brief yet steep decline in participants’ ability to recognize cognitive 

bias between the third and fourth elicitations for all biases with the exception of 

projection bias. At first glance, this decline resembles a participant error, a missed test 

question as indicated above. The fact that these errors, however, are systematic across 

biases and systematic in terms of chronological appearance lends suggests that this 

decrease is not at all random. An emerging concept in the field of learning is that the so-

called learning curve is less like a curve and more like a line depicting many peaks and 

valleys (See Figure 4.1) (Spence 1981 and Richards 2008).6 The results of this 

experiment provide incontrovertible evidence that this is the case. 

H1.1: The Mind’s Lie will be more effective for analysts than for gamers.  The 

Mind’s Lie was conclusively more effective for analysts than for gamers. The 

discrepancy in the subjective evidence between gamers and working analysts suggests 

some interesting interplay of player context and learning. One possible explanation for 

this discrepancy is that some of the scenario cards in The Mind’s Lie deck are based on 

real-world intelligence situations such as the Cuban Missile Crisis and the Indian Nuclear 

Test in 1974. For this reason, many of the analysts playing The Mind’s Lie may have had 

direct connections to these events providing more lively discussion, generating more 

interest and yielding more active engagement.  

 

                                                 
6 This distinction is less apparent in academic literature and more prominent in informal and anecdotal 
blog posts provided at the following links: http://thelearningcurve.ca/about/, 
http://diplateevo.com/tag/language/ and 
http://www.learningandteaching.info/learning/learning_curve.htm. 

http://thelearningcurve.ca/about/
http://diplateevo.com/tag/language/
http://www.learningandteaching.info/learning/learning_curve.htm
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 Another possible explanation is player context. The analysts who enjoyed the 

game noted that it was enjoyable within the context of work as a training tool. Though 

the analysts voluntarily attended the post-conference games night held after the day’s 

activities had concluded at the Global Intelligence Forum, The Mind’s Lie was still 

played within a conference setting (granted, with fine wine and exceptional catering). The 

gamers played The Mind’s Lie in a purely recreational context, sitting down with a 

regular gaming group and playing through the game as they would any other Friday night 

with friends. These circumstances provide grounds to speculate that the game was only 

enjoyable when player expectations were to be in a more formal work environment. 

When player expectations approximated that of recreational game play, however, 

enjoyment of the game decreased significantly. This conclusion is further supported by 

the evidence that of the 39 that tested The Mind’s Lie in formal playtesting sessions, the 4 

that most enjoyed the experience were those that were playing the game within an 

educational or intelligence work environment, and not those that approached the game 

with a purely recreational mindset. This conclusion suggests that though The Mind’s Lie 

was not particularly well accepted by the groups that formally playtested it, it still has 

unmistakable potential as a teaching tool within the intelligence community for working 

analysts. For future research, it is advisable that the researcher target working analysts in 

a workshop-like setting as opposed to students or gamers in a recreational setting.   
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H1.2: The more times participants encounter the biases, the better they will 

become at identifying them. Despite a limited data set, this statement is incontrovertibly 

true. Though the original intent of this experiment was to measure the learning effect 

evident within playtesting sessions of The Mind’s Lie across multiple groups with six 

elicitations of each of six cognitive bias scenarios (and one no bias scenario), only one of 

the playtesting groups played through the full set of elicitations. Some groups only 

reached one or two elicitations for each bias. With this evidence, though, it is clear that 

with more elicitations of bias (or the more times a group encountered a bias), the higher 

their ending 

identification accuracies 

were (See Figure 4.2). 

The implications of this 

finding reference 

literature on repetition 

learning, but do not 

come without the caveat 

of the revised learning curve elaborated above. While the more times a participants 

encounters the biases, the better he or she becomes at recognizing them, there is a point 

of decline that occurs around the third or fourth encounter. This would loosely suggest 

that a participant needs to engage in five or six structured encounters of bias scenarios in 

order to be able to identify cognitive biases with the acceptable identification accuracy 

rates presented in this paper. 
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H1.3: The more a participant enjoys the game, the more he or she will learn 

from it.  This hypothesis was largely untrue, as evidenced by the discussion of the 

correlation analyses in the quantitative analysis section. Surprisingly, participant 

enjoyment of the game-play experience was negatively correlated with whether or not 

they felt they learned from the game, but positively correlated with whether or not they 

felt the game had potential for others as an educational tool.  A possible explanation for 

this finding is the theory of implicit learning, whereby students do not always articulate 

having learned as the learning occurs without their knowledge. In fact, the quantitative 

analysis demonstrates just that, the presence of a learning effect, yet in light of the 

discussion of implicit learning, it is not surprising that the correlation analysis of 

anecdotal evidence does not present a self-reported learning effect.  

The other interesting note regarding enjoyment is that the individual game 

mechanics that comprise The Mind’s Lie (argumentation, voting and strategy) did not 

correlate with enjoyment but did correlate with perceived learning and evaluation of the 

game’s educational benefit. In short, these elements of The Mind’s Lie had no 

demonstrable impact on enjoyment as, on aggregate, the gamers did not find the game 

enjoyable, but a high impact on learning which in turn substantiates the first hypothesis 

that The Mind’s Lie is a viable teaching tool. This is consistent with the findings of 

previous academic literature which reveals that enjoyment of an activity has no impact on 

whether or not a student will learn from it. 

H2: The games-based learning approach is a viable strategy for training intelligence 

analysts to recognize cognitive biases in real-world situations. 
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To the degree that the results from The Mind’s Lie are generalizable across many 

different interpretations of the games-based approach within the intelligence community, 

I believe that the games-based approach has merit for training intelligence analysts to 

recognize cognitive biases. The basis for this is the anecdotal evidence received both 

within the formal playtesting sessions and the information playtesting sessions at 

conferences, discussed further in the Gamers vs Analysts section above. My caveat to this 

assessment is that while the games-based approach is valid, the approach to cognitive 

biases is potentially flawed.  

Lessons Learned on the Methodological Approach 

 Regarding the distributed experimentation approach, in retrospect it was not 

effective for collecting large data sets. The majority of playtesters did not complete 

enough playtesting sessions to demonstrate a traceable learning effect and ultimately less 

than half of the volunteers that agreed to run playtesting sessions of the game did not 

complete any playtesting sessions at all. For future research, it is not advisable to use an 

outsourced playtesting strategy; rather, for the researcher to personally recruit and 

conduct all necessary playtesting sessions.   

Final Reflections on Cognitive Biases and Suggestions for Future Research 

It is worth noting that throughout the extensive literature review on the six 

cognitive biases, speculative evaluation suggests that the underlying thread throughout 

these biases is the failure to weight evidence correctly.  

Confirmation bias, as the literature review indicates, is a phenomenon that occurs 

in the selection process of evidence to include (hyper-focusing on evidence that supports 

one’s claim and largely ignoring evidence that refutes it). The conjunctive manifestation 
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of confirmation bias, however, is the mis-weighting of selected evidence (weighting 

evidence that supports one’s claim more heavily than evidence that refutes it). Anchoring 

bias derives from the mechanism of weighting the evidence that most closely correlates 

with the starting point more highly than other evidence, or failing to consider other 

evidence entirely. Bias blind spot involves weighting introspective evidence more highly 

in oneself than in others, as is the case with projection bias as well. The fundamental 

attribution error is the weighting of behavioral evidence more highly than situational 

evidence. Finally, representativeness bias entails weighting characteristics more heavily 

than the base rate, or weighting an individual example more heavily than the probability 

of the population in aggregate.  

These similarities suggest a fundamental disagreement with Arkes’ (1991) 

division of the cognitive biases into strategy-based errors, association-based errors and 

psychophysically-based errors. Alternatively, this conclusion lends itself to one 

overarching category of weight-attribution-based errors  

This suggests that the majority of cognitive biases rest on the principle of 

evidentiary weighting (either weighting evidence too much or too little, or weighting the 

incorrect pieces of evidence). This finding is contrary to the key assumption underlying 

all cognitive bias research to date: cognitive biases are separate constructs that require 

separate training techniques. For this reason, future research on cognitive biases should 

focus on techniques for training analysts how to weight evidence. For example, in the 

program Analysis of Competing Hypotheses (ACH), evidence can either be weighted 

consistent, inconsistent, highly consistent or highly inconsistent, with an extraneous 

relevancy measure to indicate how pertinent the specific piece of evidence is to the 



67 

 

hypothesis. Future research should develop more structured ways to determine what 

constitutes inconsistent versus highly inconsistent evidence and also what determines 

relevancy. Research focusing on evidence weighting likely has the potential to reduce 

cognitive bias in decisionmaking based on the identification of mis-weighting as the 

undercurrent of most judgment errors. 

In short, both The Mind’s Lie experiment and the IARPA SIRIUS project played 

host to initiatives that, while successful in their own rite, failed to meet the ideal metrics 

(a 54 percent identification hit rate across all biases is not as good as, say, an 85 percent 

hit rate). Though The Mind’s Lie tested a tabletop game approach to cognitive bias 

training and SIRIUS tested a videogame approach to cognitive bias training, both 

experiments treated cognitive biases the same way: as six independent constructs 

encompassing various facets within the six divisions.  

My argument (and potentially the most impactful conclusion of this thesis) is that 

cognitive biases, while multifaceted and complex constructs involving many possible 

elicitation variants, rest on one underlying principle (evidentiary mis-weighting). After 

all, the overarching category into which these judgment errors fall is heuristics: one 

category encompassing many different types of errors. In tackling a problem as complex 

as cognitive bias training, research should begin with the mechanism that lies at the 

foundation of judgment errors, not at the multifarious end-point manifestations.  

Within the context of considerations for future research, the specific hypotheses 

addressed in this thesis would be best re-tested with intelligence analysts, not gamers. In 

light of these final conclusions on cognitive biases, research on cognitive bias training 

should focus on training analysts how to weight evidence and interpret evidentiary 
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relevance to intelligence questions. The intersection between the implementation of a 

structured way to weight evidence and the corresponding impact on the presence of 

cognitive biases in decisionmaking has the potential to reveal critical conclusions as to 

whether or not this alternate approach to cognitive biases will be more successful than the 

traditional approach.  

Another vein of research particularly relevant to cognitive biases within the 

domain of intelligence analysis is investigating the boundary that divides helpful and 

harmful cognitive biases. This is a knife’s edge distinction that adds considerable nuance 

and challenge to the problem of cognitive bias training for analysts. Gigerenzer 

conducted rudimentary work towards a more detailed understanding of where this 

boundary lies by demonstrating instances where “cognitive processes that 

predict…probability judgments are valid and when they are invalid” (Gigerenzer & 

Hoffrage 1995). This is the distinction that needs to be elaborated within future cognitive 

bias research. Before analysts need to know how to recognize and subsequently mitigate 

cognitive biases, they need to know when cognitive biases are detrimental.  

Though cognitive bias is one of the most nuanced and multifaceted problems 

facing an intelligence analyst, a more detailed analysis of the distinction between when 

they are helpful and when they are harmful, and a less detailed approach to the principle 

constructs underlying automatic mental processes have the potential to gravitate future 

research towards the ultimate goal of debiasing the everyday analyst. These tenets should 

guide future research on the cognitive bias training issue. 
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Annex I – The Mind’s Lie Game Materials 

        



78 

 

 

  
The Mind’s Lie Quick Rules 
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Annex II – The Mind’s Lie Test Materials 

 
The Mind’s Lie 
Informed Consent Document  

 

You have been invited to participate in a study about game-based learning employing an 

original-design table-top game called The Mind’s Lie.  

 

The nature of your participation will be as follows: 

 The signing of this informed consent document 

 The completion of the pre-survey (estimated time: 5 mins) 

 The playing up to seven games of The Mind’s Lie table-top game (approx. 2 

hours) 

 The completion of the post-survey (estimated time: 5 mins) 

 

We will retain no personally-identifiable information such as, but not limited to, name or 

contact information. The data generated from this experiment will not be linked to you in 

any way and will eventually be aggregated and analyzed for the purposes of a Master’s 

Thesis.   

 

There are no foreseeable risks or discomforts associated with your participation in this 

study. Participation is voluntary and you have the right to opt out of the study at any time 

for any reason without penalty. Potential benefits from the study are increased knowledge 

in the subject area that The Mind’s Lie addresses.  

 

I, ____________________________, acknowledge that my involvement in this research 

is voluntary and agree to submit my data for the purpose of this research. 

 

 

Signature 
 
 

 Date 
 

Printed Name  
 

Researcher’s Signature: ___________________________________________________ 

 

 

If you have any further question about this research study, you may contact me at: 

mriche22@lakers.mercyhurst.edu 

  

mailto:mriche22@lakers.mercyhurst.edu
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The Mind’s Lie 
Proctor Standard Operating Procedure 

 
This document is intended to provide detailed instructions for 
administering the play-test of The Mind’s Lie. For any instructional 
clarifications or concerns, please contact Melonie Richey at 321-795-3716. 

 
The Goal: To play through as many games of The Mind’s Lie as desired / as 
possible with the same group of six play-testers.  
 

- A “game” of The Mind’s Lie is the assessment of 6 scenario cards 
by 6 players 

 

- There are 48 cards, so ideally the same 6 players will play through 
7 games of The Mind’s Lie (8 games with 6 cards per game = 48 
cards) 

 
- A “play-testing session” of The Mind’s Lie is the completion of all 

42 scenario cards by the same 6 play-testers. You may conduct as 
many play-testing sessions with different groups of 6 play-testers 
as you desire.   

 
Before Game-play 

 
1. Pass out an informed consent document to each of the 6 play-testers 

and request that they fill it out and return it to you 
 

2. Assign play-tester ID numbers to each player and number the pre and 
post-surveys for each player accordingly in the following format: 
YourInitials_#.  
 
- For example, for the first play-testing session, if your name were 

John Doe, the play-tester ID numbers would be: JD_1, JD_2, 
JD_3…JD_6  

- If you decide to conduct a second play-testing session, the 
numbers would be: JD_7, JD_8…JD_12 
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- You may conduct as many play-testing sessions as you desire, 
though it is very important you not add new players during the 
course of a game 
 

3. Pass out a pre-survey to each of the 6 play-testers and request that 
they fill it out and return it to you 

4. Fill out data collection sheet with appropriate player IDs in the 
columns labeled ‘Bias;’ for example, the columns will read: Bias JD_1, 
Bias JD_2 …Bias JD_6  

5. Collectively read through the game instructions included in The 
Mind’s Lie 

 
Game-play 

 
6. Shuffle the deck of scenario cards well 
7. Pass out 7 bias cards to each player (one of each type of bias and one 

‘no bias’ card) 
8. Ensure every player is familiar with the definitions of each bias 

(found in the designer’s notes if anyone needs a review) 
9. Begin playing The Mind’s Lie following the instructions provided in 

the box. Be sure to record each player’s Phase 3 and Phase 6 ‘bias 
reveals’ in the spaces provided for each player (play-tester ID 
number) on the data collection sheet 
 

 
 

- To make this less tedious, you may use the following 
abbreviations for the biases: Anchoring Bias = AB, Fundamental 
Attribution Error = FAE, Confirmation Bias = CB, Stereotyping = S, 
Mirror-imaging = M, Bias Blind Spot = BBS and No Bias = X 

 
Upon completing three rounds of The Mind’s Lie, the data collection sheet 
might look something like this: 

Scenario Name Bias JD_1 Bias JD_2 Bias JD_3 Bias JD_4 JD_5 JD_6

CB CB FAE BBS BBS X

CB CB CB BBS FAE CB

BBS FAE AB AB AB AB

AB AB AB FAE FAE FAE

FAE S S S S S

S S S S S S

The Mind's Lie - Data Collection Sheet

Falling Apples 

Browser Wars

The Speech
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10. After completion of one game (6 cards), do not return cards to the 
scenario card deck or reshuffle. Continue playing through 
subsequent games without ever returning scenario cards to the deck, 
so that upon completion of 7 games, your group will have played 
through all 42 scenario cards (and recorded the yielded results on the 
data collection sheet) 

 
After Game-play 

 

11.  Upon the completion of 7 games, pass out post-surveys (labeled 
with play-tester ID code) to each of the 6 play-testers and request 
that they fill it out and return it to you 

12.  Fill out the proctor post-survey reflecting your thoughts on the play-
testing session  

13.  Ensure all documents to be submitted to experimenter contain no 
personally-identifiable information of participants (for example, 
names or telephone numbers). A list of these documents is found 
below:  

 
Documents you will return to experimenter: 

- Informed consent sheets for each play-tester 
- Pre and post surveys for each play-tester  
- The data collection sheet reflecting the results of play-testing 
- One completed proctor post-survey for each play-testing session 

 
Please mail packet to: 
 
Institute for Intelligence Studies 
Mercyhurst University 
Melonie Richey c/o Kris Wheaton 
501 East 38th Street 

Erie, PA 16546-0002 
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The Mind’s Lie 
Pre-survey 

Gender:     M / F 

 

Age:  

 

How often do you play board games? 

 Often 

 Some 

 Seldom 

 Never 

 

Do you prefer: Board games / video games 

 

Within board games, do you prefer: Card games / Puzzle games / Other 
games 

 

To what degree do the following game features influence how much you 
enjoy playing the game? 

Competition                               Not at all|---------------------------------------|A lot                                                
Aesthetic Appeal           Not at all|---------------------------------------|A lot             
Learning from the game          Not at all|---------------------------------------|A lot 

Argumentation/Discussion     Not at all|---------------------------------------|A lot 

Voting               Not at all|---------------------------------------|A lot 

Strategy/Solving puzzles          Not at all|---------------------------------------|A lot 

    

Circle the words that have most accurately characterized your mood 
during the past few hours: 

Cheerful Depressed Lethargic Energized Happy Anxious
 Sad Worried Excited Bored  Neutral Enthusiastic          
Irritable 

Jittery  Distressed  Angry  Calm  Attentive
 Energetic Joyful  Alert 
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The Mind’s Lie 
Post-survey 

 
How much did you enjoy this game?  

Not at all|---------------------------------------|A lot 

 

Do you feel that you learned from this game?  

Not at all|---------------------------------------|A lot 

 

Would you play this game again? Y / N 

 

How much educational value would you say this game has?  

 A little |-------------------------------------|A lot 

 

Do you have any prior formal or informal instruction in cognitive bias?Y/N 

 

If so, how much? A little|-------------------------------------|A lot 

 

Did you consume alcohol immediately before or during game play? Y / N 

 

Are you currently a student? High school / undergraduate / grad student / 
not a student 

 

Major or principle subject(s) of study?   _______________________  

 

What is your native language? ________________________ 

 

Changes you would have liked to have seen in the game (optional):  
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The Mind’s Lie 
Proctor Post-playtest Survey 

 
How much did players appear to be enjoying this game?  

Not at all|---------------------------------------|A lot 
 
Do you feel that players learned from this game?  

Not at all|---------------------------------------|A lot 
 
Would you play this game in a non-academic setting? Y / N 
 
How much educational value would you say this game has?  
 A little |-------------------------------------|A lot 
 
At what point did you stop playing the game and why?: 

 

 

 
Changes you would have liked to see in the game: 

 

 

 
Did anything noteworthy occur during game play that disrupted play-
testing? 

 

 

  

If you have additional comments not addressed in the questions of this 
survey, please use the back of this form to address them. Any and all 
feedback on the play-testing experience or the game itself is appreciated. 
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The Mind’s Lie 

Debriefing Document 
 

 

Thank you for participating in this research project! I appreciate your contribution and 

willingness to support the intelligence field research process. 

 

The purpose of this study is to assess the effectiveness of game-based learning through 

table-top games in teaching the recognition and mitigation of cognitive biases. A 

professor at Mercyhurst University, Kris Wheaton, developed The Mind’s Lie, a table-top 

game intended for instruction of the six cognitive biases; Anchoring Bias, Projection Bias 

(Mirror-imaging), Confirmation Bias, Bias Blind Spot (BBS), Fundamental Attribution 

Error (FAE) and Representativeness Bias (Stereotyping).  

 

The results of this experiment will be directly submitted to Melonie Richey, a graduate 

student in the Mercyhurst Applied Intelligence program, for analysis in her Master’s 

Thesis. The timeline for completion of this thesis is December 2013.   

 

If you have any further questions about this research study you can may contact me at 

mriche22@lakers.mercyhurst.edu. 
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Annex III – Institutional Review Board (IRB)  

Proposal

Date Submitted: 

3/27/2013 

 

Investigator(s): 

Melonie Richey 

 

Investigator Address: 

845 E 36th St., Erie, PA 16504 

 

Investigator(s) E-mail: 

Mriche22@lakers.mercyhurst.edu 

 

Investigator Telephone Number: 

(321)-795-3716 

Advisor's Name (if applicable): 

Kris Wheaton 

 

Advisor’s E-mail: 

kwheaton@mercyhurst.edu 

 

Advisor's Signature of Approval: 

[X]   

 

Title of Research Project: 

The Mind’s Lie 

 

Date of Initial Data Collection: 

April 2013 – August 201
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Please describe the proposed research and its purpose, in narrative form: 

 

The purpose of this research is to test whether or not table-top games are an effective 

strategy for teaching the recognition and mitigation of cognitive biases. The methodology 

employed to elicit these findings is the board game The Mind’s Lie, designed by Kris 

Wheaton. By aggregating the data collected from players of The Mind’s Lie, the 

researcher will be able to determine whether or not players improve in their ability to 

recognize and mitigate the six presented cognitive biases the more they play the game. If 

the research shows a positive correlation between game play and bias identification, it 

will be grounds to conclude that table-top games are an effective way to instruct the 

identification and mitigation of cognitive biases. The six biases present in the game are: 

Anchoring bias, Confirmation bias, Bias blind spot, Mirror imaging, Stereotyping and 

Fundamental Attribution Error.   

 

 

Indicate the materials, techniques, and procedures to be used (submit copies of 

materials): 

 

The materials used for this experiment are: The board game The Mind’s Lie, the proctor 

standard operating procedures (Appendix A), the informed consent document (Appendix 

B),  the participant pre-survey (Appendix C), the participant post-survey (Appendix D), 

the data collection spreadsheet (Appendix E), the debriefing form (Appendix E) and the 

proctor post-survey (Appendix G).  

 

The researcher will be responsible for recruiting and enrolling 20 game companies or 

game store owners (any individual with an established gamer database) to volunteer to 

play the game with a group of six players and record the data generated throughout 

game play by filling out the data collection spreadsheet.  

 

The volunteers will require each player to sign an informed consent document prior to 

game play, and each player will receive a debriefing form upon completion of game-play. 

Completion of game play should occur in less than two hours. Participants will also 

complete simple pre and post-surveys one page in length asking general demographic 

questions, but containing no personally identifiable information. The volunteers will then 

submit the data collection spreadsheets to the researcher for data aggregation.  

 

1. Do you have external funding for this research (money coming from outside the 

College)?     Yes[ ]  No[X] 

 

Funding Source (if applicable):  
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2. Will the participants in your study come from a population requiring special 

protection; in other words, are your subjects someone other than Mercyhurst College 

students (i.e., children 17-years-old or younger, elderly, criminals, welfare recipients, 

persons with disabilities, NCAA athletes)?     Yes[ ]  No[X] 

 

If your participants include a population requiring special protection, describe how you 

will obtain consent from their legal guardians and/or from them directly to insure their 

full and free consent to participate.   

 

Indicate the approximate number of participants, the source of the participant pool, and 

recruitment procedures for your research:   

 

The approximate number of participants is 120. Recruitment procedures for the 20 

volunteers will be reaching out to pre-established gamer contacts, cold calling game 

stores and recruiting done by Kris Wheaton and/or Melonie Richey at the gaming 

conference Origins in June 2013. The 20 volunteers will then reach out to their pre-

established network of gamers to recruit 6 volunteers to play the game on a one or 

(optional) two-time basis.  

 

Recruitment will be achieved through strong interpersonal contact with individuals, 

phone calls, e-mails and in-person/Skype meetings to describe the specific nature of the 

experiment and the exact requirements of the individuals. Kris Wheaton and I will be 

involved in coaching the 20 volunteers in recruiting language and data collection so as to 

ensure the privacy of the subjects and the professionalism of the experiment. We will 

execute pre-established check-in dates and times to ensure all data collection is 

compliant with the stipulations indicated in this IRB proposal. 

 

We will ensure all recruited subjects are 18 years or older and require no special 

protection.   

 

Will participants receive any payment or compensation for their participation in your 

research (this includes money, gifts, extra credit, etc.)?     Yes[ ]  No[X] 

 

If yes, please explain:  

 

3. Will the participants in your study be at any physical or psychological risk (risk is 

defined as any procedure that is invasive to the body, such as injections or drawing blood; 

any procedure that may cause undue fatigue; any procedure that may be of a sensitive 

nature, such as asking questions about sexual behaviors or practices) such that 

participants could be emotionally or mentally upset?     Yes[ ]  No[X] 

 



90 

 

 

Describe any harmful effects and/or risks to the participants' health, safety, and emotional 

or social well being, incurred as a result of participating in this research, and how you 

will insure that these risks will be mitigated: 

 

4. Will the participants in your study be deceived in any way while participating in this 

research?     Yes[ ]  No[X] 

 

If your research makes use of any deception of the respondents, state what other 

alternative (e.g., non-deceptive) procedures were considered and why they weren't 

chosen: 

 

5. Will you have a written informed consent form for participants to sign, and will you 

have appropriate debriefing arrangements in place?     Yes[X]  No[ ] 

 

Describe how participants will be clearly and completely informed of the true nature and 

purpose of the research, whether deception is involved or not (submit informed consent 

form and debriefing statement): 

 

Participants will sign an informed consent document which clearly states that no 

physical/emotional damage will result from engaging in the experiment. Subsequent to 

game play, players will receive a debriefing form that explains the purpose of the study 

as delineated above and the factors being analyzed (reduction in cognitive bias/increased 

identification of cognitive bias).  

 

Please include the following statement at the bottom of your informed consent form: 

“Research at Mercyhurst College which involves human participants is overseen by 

the Institutional Review Board.  Questions or problems regarding your rights as a 

participant should be addressed to Mr. Timothy Harvey; Institutional Review 

Board Chair; Mercyhurst College; 501 East 38th Street; Erie, Pennsylvania 16546-

0001; Telephone (814) 824-3372.”    

 

6. Describe the nature of the data you will collect and your procedures for insuring that 

confidentiality is maintained, both in the record keeping and presentation of this data: 

 

The data the researcher will collect will include no personally-identifiable information 

such as names or contact information. The researcher will only obtain raw data and 

therefore there will be no opportunities for confidentiality breaches in collection, record 

keeping or presentation of the data.   

 

7. Identify the potential benefits of this research on research participants and humankind 

in general. 
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Potential benefits to players include increased knowledge about cognitive biases and the 

potential for becoming effectively de-biased. This is education-based research; therefore 

the paramount benefit to participants is knowledge gain and an in-depth understanding 

of this particular topic in the social sciences and how it applies to analysis. For the 

intelligence community as a whole, if successful, this game could provide an effective 

educational tool for providing analysts with the ability to recognize and mitigate 

cognitive biases.  
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Annex IV – Institutional Review Board (IRB) Approval Letter 
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Annex V – Dataset and Accompanying Statistical Calculations

 

Participant Self-report Data 
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Example of One Way ANOVA Run on all Attributes of Previous Data Set 
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Confirmation Bias 



96 

 

 



97 

 

 

 
Fundamental Attribution Error 
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 Bias Blind Spot 
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Mirror Imaging 
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  Stereotyping 
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No Bias 
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Aggregate Data 


